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ABSTRACT

IMPLICIT ARGUMENTATION IN NOMINAL SEMANTIC ROLE LABELING

By

Matthew Gerber

Semantic role labeling is a method of identifying predicates and their arguments

within natural language. Typically, these predicates denote events and the argu-

ments denote event participants. Thus, SRL research has implications for a wide

variety of natural language processing (NLP) sub-fields, including question answer-

ing, information extraction, and summarization. Traditionally, SRL research has

focused on the analysis of verbs due to their strong connection with event descrip-

tions. In contrast, this report focuses on emerging topics in noun-based (or nominal)

SRL.

One key difference between nominal and verbal SRL is that nominals exhibit a

high degree of implicit argumentation. Despite its prevalence, implicit argumentation

has not been systematically investigated in previous SRL research. Most studies use

an evaluation methodology in which SRL systems are tested over predicates that are

known to take explicit arguments. For verbal SRL, this approach is not problematic

because it is quite rare to observe a verb without arguments. However, our studies

have shown that implicit argumentation presents a significant challenge to nominal

SRL systems: after introducing implicit argumentation into the evaluation, our state-

of-the-art nominal SRL system suffers a performance degradation of more than 9%

(Gerber et al., 2009).

Motivated by the observations above, this report focuses specifically on implicit

argumentation in nominal SRL. Our initial investigations have shown that the afore-

mentioned 9% performance degradation can be reduced with a discriminative clas-

sifier capable of filtering out nominals whose arguments are implicit. This approach

improves performance by approximately 5% - an encouraging result, but one that



leaves much to be desired. Our analyses show that implicit arguments constitute a

large portion of the predicate-argument structure of a document, but the filter-based

nominal SRL system makes no attempt to identify them.

In order to maximize the usefulness of SRL analyses for downstream processing,

implicit arguments need to be recovered. In this report, I propose two statistical

models for this purpose. The first model is based on linearly interpolated conditional

probabilities and the second model is based on discriminative classification. Both

models will be used to identify implicit fillers of argument positions in a discourse,

a task that, as mentioned above, has the potential to significantly improve SRL

coverage. Furthermore, I propose methods of training and evaluating these models

using existing NLP resources.

The work proposed in this report is important because it seeks to unify recent

advances in verbal and nominal SRL. Traditionally, verbal and nominal SRL have

been addressed by distinct models that do not interact with each other; however,

as I will show, verbal and nominal event descriptions exhibit unique interactions

within natural language. These interactions result in coherent documents that con-

tain minimal redundancy. Once completed, the proposed work will not only provide

techniques to uncover implicit arguments; it will also provide insight into how implicit

argumentation contributes to verb-noun interaction.
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Chapter 1

Introduction

Automatic textual analysis has proven to be extremely successful in dealing with

many aspects of the information explosion that has taken place over the last few

decades. One of the most prominent types of textual analysis - being employed by

online search engines, content management systems, and many others - is what I

will be referring to as non-semantic analysis. Non-semantic analysis often manifests

itself in the ubiquitous bag-of-words (and related) models of natural language. Such

models are not typically concerned with the underlying meaning of text, as evidenced

by their use of stemming, stop word removal, and a host of other techniques that

trade semantic information for improved statistical information. While immensely

successful when dealing with large objects of interest (e.g., web pages, blog entries,

PDFs, etc.), these approaches do not perform well when the information need is

described by a question or imperative, or when the information need is a small

object such as a concise answer or the identification of an entity-entity relationship.

More generally, non-semantic analyses perform relatively poorly in situations that

require semantic understanding and inference.

In an effort to fill this semantic gap, the research community has proposed a wide

range of resources and methods, which can be arranged along a semantic spectrum.

Below, I give examples at a few points along this spectrum. Depth of semantic
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processing increases as one moves down the list.

Words and collocations

• Word sense disambiguation (Joshi et al., 2006)

• Named entity identification (Bikel et al., 1999)

• Lexical semantics (Fellbaum, 1998)

Long-distance relationships within sentences

• Relations between nominals (Girju et al., 2007)

• Temporal relations (Verhagen et al., 2007)

Shallow sentential meaning

• Semantic role labeling (Carreras and Màrquez, 2005)

• Event extraction (ACE, 2007)

Deep sentential meaning

• First-order semantics (Bos, 2005; Mooney, 2007)

This report focuses on a specific type of shallow sentential meaning called semantic

role labeling (SRL). In the SRL paradigm, a predicating word (typically denoting an

event) is bound to various entities in the surrounding text by means of relationships

that describe the entities’ roles in the event. Consider the following example:

(1.1) [Sender John] [Predicate shipped] [Thing shipped a package] [Source from
Michigan] [Destination to California].

In this example, John is purposely acting to ship a package from its source location

(Michigan) to its destination location (California). The goal of automatic SRL is

to identify the predicates and role-filling constituents that together provide a basic

understanding of a sentence’s event structure.

Traditionally, automatic SRL research has focused on verbal predicates due to

their strong connection with event descriptions; however, recent years have witnessed

an increased emphasis on SRL for nominals, which frequently denote events and are

also amenable to role analysis. Although they are related, nominal and verbal SRL

exhibit important differences that must be taken into account. One key difference
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is that nominal SRL exhibits a high degree of implicit argumentation. Consider the

following variant of example 1.1:

(1.2) [Sender John] made a [Predicate shipment] [Source from Michigan]
[Destination to California].

The nominal predicate in example 1.2 does not require the Thing shipped to be

overtly expressed in the sentence, whereas the verbal predicate in example 1.1 does.

When the Thing shipped (or any other argument) is expressed elsewhere in the dis-

course, we have an instance of implicit argumentation. In general, implicit argumen-

tation is extremely common in nominal predications, but the research community

has paid very little attention to it. Thus, the current report focuses specifically on

the issue of implicit argumentation in nominal SRL.

I begin by developing a nominal SRL system capable of producing analyses similar

to example 1.2. When given a predicate known to take arguments, this system is

able to recover the arguments with an f-measure (β = 1) score of 0.7630. The

system significantly improves the state-of-the-art in this particular task; however,

the practice of supplying a system with an argument bearing nominal has serious

implications due to implicit argumentation. When evaluated over all predicates

(including those whose arguments are entirely implicit), the same system achieves

an argument F1 score of only 0.6895.

In an attempt to address the issue of implicit argumentation, I develop a model

that is able to accurately (F1 = 0.8958) identify nominals with explicit arguments,

effectively filtering out nominals whose arguments are implicit. This model pushes

the argument F1 score to 0.7235 - an encouraging result, but one that leaves much

to be desired. In particular, the nominal SRL system does not attempt to recover

implicit arguments, which are often present in the surrounding discourse.

Motivated by the results described above, I propose to investigate the automatic

identification of implicit arguments using discourse-level information. This repre-
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sents a dramatic departure from traditional SRL approaches, which, for a given

predicate, do not look past sentence boundaries for argument information. However,

as I will show, implicit arguments constitute a significant portion of the semantic

structure of a document. Furthermore, I will show that the identification of implicit

arguments often relies on discourse-level knowledge that can be gleaned from ex-

isting NLP corpora using standard tools. I propose two models of this knowledge,

one based on linearly interpolated conditional probabilities and the other based on

discriminative classification. Both models attempt to predict the probability that

an argument from one predicate implicitly fills an argument position for another

predicate. This argument sharing behavior is highly productive and accounts for a

substantial portion of implicit argumentation. I also propose two evaluation settings

for these models, one based on a small amount of hand-annotated data and the other

based on a large-scale, approximate evaluation methodology. The proposed evalua-

tions are expected to produce important insights into the problem of SRL in general

and implicit argumentation in particular.

The remainder of this report is organized as follows. In chapter 2, I review the

theoretical status of semantic roles as well as previous SRL research. In the same

chapter, I present the basic nominal SRL system mentioned above. Chapter 3 begins

by introducing implicit argumentation in more detail and assessing its implications

for the basic nominal SRL system. The chapter then provides a detailed description

and evaluation of the nominal filtering model mentioned above.1 Chapter 4 begins

with an empirical analysis of nominal event structure, which is found to be largely

implicit. The chapter then proposes a detailed research agenda for investigating the

automatic identification of implicit arguments. As shown by the empirical analysis,

this task has the potential to significantly increase automatic SRL coverage.

1A significantly condensed version of chapters 2 and 3 was published by Gerber et al. (2009).
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Chapter 2

Nominal semantic role labeling

2.1 Introduction

The notion of semantic role (variously referred to as thematic relation, thematic

role, and theta role) has enjoyed a long and occasionally contentious history within

linguistics. Gruber (1965), in an analysis of motion verbs, observed that certain

semantic properties apply to the entity undergoing motion, regardless of that entity’s

surface syntactic position. For example, consider the following alternations of the

verb throw :

(2.1) John threw a ball to Mary.

(2.2) A ball was thrown to Mary by John.

In both cases, a ball is the entity undergoing motion; however, this entity fills the

syntactic object position in example 2.1 and the syntactic subject position in example

2.2. Gruber introduced the term Theme to denote objects undergoing such actions,

and made similar generalizations for other event participants. For example, John fills

the role of Agent in both examples, and Mary fills the role of Destination. These roles

reflect the underlying semantic properties - as opposed to surface syntactic properties

- of the entities to which they are ascribed. As a result, semantic roles have been

of great interest to a variety of language researchers in fields from linguistics to
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philosophy to natural language processing.

However, as alluded to above, semantic roles are not uncontroversial. A wide-

ranging debate has raised questions about the composition and requisite number of

semantic roles. The case grammar of Fillmore (1968) and the frame-based semantics

of Fillmore (1976) each posit a large number of specific semantic roles. On the other

end of the spectrum, Dowty (1991) posits only two roles: proto-agent and proto-

patient. As noted by Dowty (1989) this debate appears to be far from settled due

to a lack of consensus about the precise nature of semantic roles.

Despite the issues raised above, semantic roles have much to offer automatic

natural language understanding systems. As demonstrated by examples 2.1 and 2.2,

semantic roles generalize over the myriad ways in which an event may be described.

Thus, because events play a central role in everyday language use, the automatic

identification of semantic roles should prove useful in many NLP tasks, for example,

question answering (Pizzato and Mollá, 2008), information extraction (Surdeanu

et al., 2003), summarization (Melli et al., 2005), and machine translation (Boas,

2002). In general, the task of semantic role labeling is defined as follows:

Semantic role labeling task Given a predicating word or group of words within
a sentence, identify the fillers of the semantic roles in the surrounding text.

A variation of this task (one that is important to the current work) requires automatic

identification of the predication as well as the fillers of its semantic roles. For now,

however, I will assume that the predication is given. Additionally, the definition

above leaves open the possibility for fillers of semantic roles to come from sentences

other than the one containing the predicate. The identification of extra-sentential

semantic roles is taken up in chapter 4. For the moment, I will assume that semantic

roles are filled by constituents in the sentence containing the predicate of interest.

Although semantic role analysis has been investigated primarily in the context

of verbal predications, they are applicable to nominal predications as well, as shown
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by the examples below:

(2.3) Freeport-McMoRan Energy Partners will be liquidated and [Theme shares of
the new company] [Predicate distributed] [Destination to the partnership’s
unitholders]. (borrowed from Kingsbury and Palmer (2003))

(2.4) Searle will give [Destination pharmacists] [Theme brochures on the use of
prescription drugs] for [Predicate distribution] [Location in their stores].
(borrowed from Meyers (2007a))

Example 2.3 uses a verbal form of distribute, and example 2.4 uses a nominal form.

As expected, the semantic properties of interest (i.e., those related to the distribute

event) hold for fillers of the semantic roles regardless of the fillers’ syntactic positions

or the parts of speech of the predicates.

Because sentences often contain multiple predications, one might expect to see

interactions between verbal and nominal SRL analyses. Indeed, such interactions are

easy to find, as shown by the following contrived example:

(2.5) [Agent John] failed to make the [Theme newspaper] [Predicate delivery].

To arrive at the labeling shown in example 2.5, the reader relies on his or her knowl-

edge of how fail, make, and deliver interact in the given context. This interplay

between verbal and nominal predicates will be addressed in chapter 4. In the current

chapter, I will focus on single-sentence nominal SRL, which has received relatively

little attention compared to verbal SRL.

The remainder of this chapter is structured as follows. In the next section, I

review work related to the tasks of verbal and nominal SRL, paying special attention

to the latter as it is the focus of the current work. Then, in section 2.3, I present

a nominal SRL system inspired by previous work that significantly improves the

state-of-the-art, as shown in section 2.4. This work sets the stage for a more detailed

investigation into nominal SRL, which is taken up in subsequent chapters.
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2.2 Related work

Research in semantic role labeling (as in many other NLP sub-fields) has progressed

from hand-crafted, rule-based systems to statistical systems. This progression has

been fueled by hand-annotated text corpora in support of supervised machine learn-

ing methods. In this section, I give a brief history of this progression, starting with

rule-based systems in section 2.2.1. I then give an overview of the relevant corpora

in section 2.2.2, followed by recent statistical SRL work in section 2.2.3.

2.2.1 Rule-based SRL approaches

As noted above, early models of general language semantics typically relied on large

compilations of hand-coded processing rules and world knowledge. For example,

much of the work done by Hirst (1987) relied on a rule-based syntactic parser and

a frame-based knowledge representation similar to the one developed by Fillmore

(1976). A mapping was used to link syntactic constituents to their respective frame

positions, and the semantic representation was built up compositionally. A simi-

lar emphasis on hand-coded lexicons and grammars can be found in the work of

Pustejovsky (1995) and Copestake and Flickinger (2000), respectively.

Early work in identifying the argument structure of deverbal nominalizations used

approaches similar to those discussed above. For example, Dahl et al. (1987), Hull

and Gomez (1996), and Meyers et al. (1998) each employ sets of rules that associate

syntactic constituents with semantic roles for nominal predicates. These rules carry

the same pros and cons exhibited by the general semantic processing rules mentioned

above. On one hand, they tend to be quite precise. Thus, any semantic derivation

produced is likely to be correct. Furthermore, the rule sets are explanatorily powerful,

as any derivation can be explained in terms of the rules that produced it. However,

on the other hand, the systems described above tend be brittle, particularly when
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used in novel domains or on genres of text not anticipated by the rule creators.

This is the result of the all-or-nothing nature of rule-based syntactic and semantic

interpretation. Given the great flexibility of language, it should come as no surprise

that, in many cases, a limited set of rules fails to apply (i.e., interpret) a natural

language utterance.

2.2.2 Annotated corpora for SRL

The work of Kipper et al. (2000) (described more fully by Kipper (2005)) marks

the beginning of a shift towards the large-scale corpus annotation of verb semantics.

This work, inspired by the analysis of verb classes by Levin (1993), resulted in a

computer-readable lexicon of verb argument specifications called VerbNet. In Verb-

Net, verbs are collected into classes, the members of which exhibit the same diathesis

alternations - or meaning preserving transformations. An example alternation, the

causative-inchoative, is shown below:

(2.6) [Agent John] [Predicate broke] [Theme the window]. (causative)

(2.7) [Theme The window] [Predicate broke]. (inchoative)

With respect to examples 2.6 and 2.7, the key observations of Levin (1993) and

Kipper et al. (2000) are (1) that the causative-inchoative alternation is (mostly)

meaning preserving, and (2) that other verbs capable of undergoing this alternation

also appear to indicate a change of state. For example, close can be used in place of

broke, but hit cannot. The latter fact is shown by the following examples:1

(2.8) [Agent John] [Predicate hit] [Theme the window].

(2.9) *[Theme The window] [Predicate hit].

Currently, VerbNet classifies 3,769 verbs comprising 5,257 verb senses into 274 classes

based on the original classification of Levin (1993).

1The asterisk is used to denote unacceptable sentences of English.

9



To document the ways in which verbs can express their arguments, Kingsbury and

Palmer (2003) annotated semantic role information for all main verbs in the Penn

TreeBank (Marcus et al., 1993), a corpus of English newswire text annotated for

syntactic structure. The resulting resource, called Proposition Bank (or PropBank),

contains more than 112,000 semantic role analyses for 3,256 distinct verbs. Instead

of committing to one of the many competing theories of semantic roles, the creators

of PropBank chose a theory-agnostic approach in which each sense of each verb is

associated with its own set of roles. Each role set for a verb is contained in a frame file

for the verb. To demonstrate, consider the frame for the verbal predicate distribute

from the PropBank lexicon:

Frame for distribute

Role set 1

• Arg0: entity performing distribution

• Arg1: entity distributed

• Arg2: entity to which distribution is made

Next, consider an instance of distribute taken from the PropBank corpus:

(2.10) Freeport-McMoRan Energy Partners will be liquidated and [Arg1 shares of
the new company] [Predicate distributed] [Arg2 to the partnership’s
unitholders].

In example 2.10, the Theme and Destination from Gruber (1965) have been given

the labels Arg1 and Arg2, respectively. As mentioned above, the interpretation of

argument positions in PropBank is verb-specific, so there is no guarantee that Arg1

and Arg2 will denote the same roles for other verbs in the lexicon.2 Subsequent

studies have demonstrated the feasibility of mapping PropBank argument positions

into more traditional theories of semantic roles (see, for example, the PropBank-

VerbNet role mapping developed by Yi et al. (2007)).

2However, Kingsbury and Palmer (2003) note that Arg0 and Arg1 are very often interpretable
as Agent and Theme, respectively.
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FrameNet (Baker et al., 1998) takes a slightly different approach towards the

annotation of semantic roles. Based on the theory of frame semantics developed by

Fillmore (1968) and Fillmore (1976), FrameNet defines a semantic network of frames,

each frame being a script-like structure describing an object, state, or event. Each

frame is associated with a set of frame elements, which are similar to traditional

semantic roles, and a set of lexical items that instantiate the frame. These lexical

items can be verbs, nouns, or adjectives. For example, consider the Transfer frame,

shown below with a few of its frame elements and lexical items:

The Transfer frame

• Donor: the person that begins in possession of the Theme and causes it
to be in the possession of the Recipient

• Theme: the object that changes ownership

• Recipient: the entity that ends up in possession of the Theme

• Lexical items: transfer.n, transfer.v

FrameNet arranges frames into a network by defining frame-frame relationships such

as inheritance and causation. For example, consider the Commerce goods-transfer

frame, which inherits the Transfer frame:

The Commerce goods-transfer frame

• Seller (from Transfer.Donor): entity in possession of Goods and exchang-
ing them for Money with a Buyer

• Goods (from Transfer.Theme): anything which is exchanged for Money
in a transaction

• Buyer (from Transfer.Recipient): entity that wants the Goods and offers
Money to a Seller in exchange for them

• Money: the thing given in exchange for Goods in a transaction

Where applicable, the inheritance relationship also holds between the elements of

related frames. This is indicated above, with Seller inheriting from Donor, Goods

inheriting from Theme, and Buyer inheriting from Recipient. In total, FrameNet

(v1.3) defines 795 frames and has annotated approximately 140,000 instances of
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these frames in the British National Corpus.3

Unlike PropBank, which focuses solely on verbal argument structure, and FrameNet,

which focuses primarily on verbal argument structure, the NomBank corpus (Meyers,

2007a) focuses solely on the argument structure of nominals. NomBank annotates

predicating nouns using the same lexicon structure and annotation formalism used by

PropBank for verbs. Consider the following instance of the deverbal nominalization

distribution, taken from the NomBank corpus:

(2.11) Searle will give [Arg0 pharmacists] [Arg1 brochures] [Arg1 on the use of
prescription drugs] for [Predicate distribution] [Location in their stores].

When possible, the creators of NomBank adapted PropBank frame files as a basis

for annotating instances of deverbal nominals. Thus, in example 2.11, argument po-

sitions Arg0 and Arg1 have the same interpretation as argument positions Arg0 and

Arg1 in a PropBank instance of distribute. As shown by example 2.5, interaction

between verbal and nominal predicates is the key to understanding many event de-

scriptions and highlights the importance of the PropBank/NomBank compatibility

just described.

The two-piece Arg1 in example 2.11 is an instance of split argumentation. A split

argument is a span of text that constitutes an argument but cannot be precisely

subsumed by a single parse tree node. Split argumentation is typically caused by

syntactic analyses that are not binary branching. The syntactic parse for example

2.11 is shown in figure 2.1. As shown, it is impossible to select a single node that

subsumes all and only the Arg1 in example 2.11. Thus, the creators of NomBank

and PropBank have elected to mark both the NP and the PP that together give

the correct subsumption (i.e., brochures on the use of prescription drugs). Split

arguments will come up again in section 2.3.1, where argument prediction conflicts

are discussed.

3http://www.natcorp.ox.ac.uk

12



Figure 2.1: Syntax of the split argument construction in example 2.11. The split
argument is highlighted.

Example 2.11 also demonstrates the annotation of the Location argument, which

is one of many adjuncts that are annotated by both PropBank and NomBank (other

adjuncts include Manner, Temporal, Purpose, etc.). Adjunct arguments apply to all

predicates in the PropBank and NomBank lexicons, and because their interpretation

is not predicate-specific they are not included in the predicate frame files. Instead,

they are assumed to be available to all predicates.

In addition to deverbal (i.e., event-based) nominalizations, NomBank annotates

a wide variety of nouns that are not derived from verbs and do not denote events.

An example is given below of the partitive noun percent :
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Figure 2.2: Distribution of nominal instances across the NomLex classes. The y-axis
denotes the percentage of all nominal instances that is occupied by nominals in the
class.

(2.12) Hallwood owns about 11 [Predicate %] [Arg1 of Integra].

In this case, the noun phrase headed by the predicate % (i.e., “about 11% of Integra”)

denotes a fractional part of the argument in position Arg1.

In total, the NomBank corpus contains argument information for 114,574 in-

stances of 4,704 distinct nominal predicates. The NomLex resource (Macleod et al.,

1998) provides a classification of the various nominal types (e.g., deverbal and par-

titive) annotated by NomBank. Figure 2.2 shows the distribution of predicate in-

stances across the NomLex classes. Deverbal (i.e., event-denoting) nominals reside

in the nom class, which is significantly larger than any other class. An analysis of

NomBank shows that, at the document level, 79.31% of deverbal nominal instances

are neither preceded nor followed by morphologically related predicates annotated

by PropBank. This indicates that nominal predicate-argument structure contributes

a significant amount of event-based information to the discourse. This is information
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that cannot be captured by verbal SRL alone.

2.2.3 Statistical SRL approaches

The creation of FrameNet prompted a move from rule-based semantic processing to

statistical learning-based approaches. The work of Gildea and Jurafsky (2002) was

one of the first to take advantage of the FrameNet corpus for semantic processing,

and, like many studies that would follow, it treated the SRL problem as a supervised

learning task. Gildea and Jurafsky employed simple maximum likelihood statistics

for various lexical and syntactic features to both identify frame element boundaries

and assign role labels to the identified frame elements. Results of this study were

promising: the authors reported an overall role F1 score of approximately 63% on

the task of combined frame element identification and labeling.4 The two-stage

classification methodology and feature representation developed in this study have

since become a mainstay of statistical SRL (many of the features are discussed in

section 2.3).

Soon after its release, PropBank became a popular resource for statistical SRL

researchers, supporting many studies and motivating a number of large-scale, com-

petitive evaluation tasks (e.g., the CoNLL Shared Tasks described by Carreras and

Màrquez (2004) and Carreras and Màrquez (2005)). Both maximum entropy (Berger

et al., 1996) and support vector (Burges, 1998) models have been used in state-of-

the-art verbal SRL systems. Moschitti et al. (2008) provide an in-depth analysis of

tree kernel functions for SRL. The role of syntactic analysis and global modeling is

taken up by Punyakanok et al. (2008), where “global” refers to the joint behavior

of arguments in a predicate-argument structure. Many SRL systems assume (incor-

rectly) that the existence of one argument is independent of the existence of another

argument. Global modeling corrects this assumption, and has been closely studied

4The authors performed evaluation using ground-truth predicate tokens and frames, but syn-
tactic analysis was done automatically.
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by Toutanova et al. (2008).

Many generalizations can be made about the verbal SRL systems described above;

however, the most important properties appear to be (1) a large-scale supervised clas-

sification framework, (2) features extracted from a full syntactic analysis, and (3)

global inference across argument assignment possibilities. Such systems typically

reach F1 scores of 80%. Systems developed in this paradigm also tend to encounter

difficulties when tested on genres of text that differ from the training corpus. Car-

reras and Màrquez (2005) cite a performance drop of around 10 F1 points for all

participating systems when evaluated over PropBank annotations from the Brown

corpus (Kučera and Nelson, 1967). Pradhan et al. (2008) provide an in-depth study

of the effects of text genre on verbal SRL, concluding that the second stage (argu-

ment label assignment) contributes the most towards performance degradation. This

is due, in large part, to a reliance on lexical and semantic features tuned specifically

for the TreeBank corpus.

Progressing towards nominal SRL, one finds a few precursors to the SRL task

discussed above. For example, Lapata (2000) developed a statistical model to clas-

sify modifiers of deverbal nouns as underlying subjects or underlying objects, where

subject and object denote the grammatical position of the modifier when linked to

a verb. Consider two possible interpretations of the phrase “satellite observation”

below:

(2.13) [Subject Satellite] observation techniques are used to keep track of enemy
troop movements.

(2.14) The stargazers routinely engaged in [Object satellite] observation.

In example 2.13, it is the satellites that are being used for observation, while in

example 2.14 the satellites are being observed. Lapata developed a simple statistical

model to identify this distinction.

Nominal SRL is related to nominal relation interpretation as evaluated in Se-
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mEval (Girju et al., 2007). Both tasks identify semantic relations between a head

noun and other constituents; however, the tasks focus on different relations. Nomi-

nal SRL focuses primarily on relations that hold between nominalizations and their

arguments, whereas the SemEval task focuses on a range of semantic relations, many

of which are not applicable to nominal argument structure.

Despite the fact that FrameNet contains predicate-argument annotations for

nouns, most of the statistical SRL research described above focuses on verbal ar-

gument structure. Not until the release of the NomBank corpus (Meyers, 2007a)

did nominal SRL research gain some traction. Jiang and Ng (2006) and Liu and Ng

(2007) have tested the hypothesis that methodologies and representations used in

PropBank SRL can be ported to the task of NomBank SRL. These studies report

overall argument F1 scores of 0.6914 and 0.7283, respectively. Both studies also in-

vestigated the use of features specific to the task of NomBank SRL, but observed

only marginal performance gains.

NomBank argument structure has also been used in the recent CoNLL Shared

Task on Joint Parsing of Syntactic and Semantic Dependencies (Surdeanu et al.,

2008). In this task, systems were required to identify syntactic dependencies, verbal

and nominal predicates, and semantic dependencies (i.e., arguments) for the predi-

cates. For nominals, the best overall labeled F1 score was 0.7664 (Surdeanu et al.,

2008); however this score is not directly comparable to the NomBank SRL results of

Liu and Ng (2007) or the results in this chapter due to a focus on different aspects

of the problem (see section 2.4 for details).

In the remainder of this chapter, I present a statistical NomBank SRL system that

will be a starting point for the chapters that follow. In section 2.3, I describe the SRL

model in terms of its features and general operation. I then present an evaluation of

the system in section 2.4, noting its strengths and identifying weaknesses that will

be taken up in subsequent chapters.
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2.3 Nominal SRL model

Given a nominal predicate, an SRL system attempts to assign surrounding spans of

text to one of 23 classes representing core arguments, adjunct arguments, and the null

or non-argument. Similarly to verbal SRL, this task is traditionally formulated as a

two-stage classification problem over nodes in the syntactic parse tree of the sentence

containing the predicate.5 In the first stage, each parse tree node is assigned a binary

label indicating whether or not it is an argument. In the second stage, argument

nodes are assigned one of the 22 non-null argument types. Spans of text subsumed

by labeled parse tree nodes constitute arguments of the predication.

The system described in this section follows many of the traditions above and is

inspired by previous work in PropBank SRL. It bases its analysis on a full syntactic

parse, and identifies arguments by classifying parse tree nodes using a variety of

lexical and syntactic features. Notably, it replaces the standard two-stage argument

identification/classification pipeline with a single-stage logistic regression model6 that

predicts arguments directly. Features for this model are selected with a greedy

forward search strategy similar to the one used by Jiang and Ng (2006). The selected

feature set is initially empty. On each iteration, the selection algorithm identifies the

feature that, in combination with the current selected feature set, adds the most to

the argument F1 score on a development data set. This feature is then added to the

current set of features. The process then repeats until either (1) there are no features

left, or (2) the gain over the previous best feature set is below a certain threshold.

Table 1 in the appendix lists the selected argument features.7

One difference between PropBank and NomBank is that the latter often applies

5The syntactic parse can be based on ground-truth annotation or derived automatically, depend-
ing on the evaluation.

6I use LibLinear (Fan et al., 2008).
7For features requiring the identification of support verbs, I use the annotations provided in

NomBank. Preliminary experiments show a small loss when using automatic support verb identi-
fication.
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Arg1 (0.95)

null (0.99) Arg1 (0.97)

(a) Overlapping arguments

null (0.95)

Arg1 (0.99) Arg1 (0.97) null (0.99)

Arg1 (0.65)

(b) Duplicate arguments

Figure 2.3: Global constraint violations. The circled node in 2.3a is reassigned to
the null class after its score is averaged into its parent node. The circled node in
2.3b is reassigned to the null class because it has lower confidence than other nodes
of the same type. The remaining Arg1 nodes in 2.3b are kept because they are
siblings. This accounts for split arguments (see section 2.2.2 for a discussion of split
arguments).

argument labels to predicate nodes, whereas the former does not. Predicates that

are also arguments are referred to as incorporated arguments. An example is given

below:

(2.15) Petrolane is the second-largest [Arg1 propane] [Arg0/Predicate distributor]
[Location in the U.S.].

In 2.15, the predicate additionally assumes the Arg0 role. In order to account for

incorporated arguments, the current system uses a separate model to assign ar-

gument labels to predicate nodes. The label assigned is the one that maximizes

P (label|predicate), which is calculated from counts in the training data.

A final difference between the current and previous nominal SRL systems is that

the current system does not maximize the log-likelihood of the argument assignments

as done by Jiang and Ng (2006). Instead, the current system uses a set of simple post-

processing heuristics to resolve argument conflits and produce the final argument

assignment. These heuristics are described in the following section.
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2.3.1 Post-processing heuristics

When labeling a particular node, the SRL model described above does not take

labels for other nodes into account. As a result, argument labels sometimes violate

global labeling constraints, which are illustrated in figure 2.3. These constraints are

enforced using the following heuristics:

Overlapping argument heuristic Overlapping arguments arise when two nodes

are labeled as arguments and one node is an ancestor of the other, as shown in

figure 2.3a. If each node has the same label, I re-score the ancestor node with

the average of the two nodes’ confidence scores. The descendant node is then

reassigned to the null class. If the two nodes have different labels, the node

with the higher confidence is kept and the other is reassigned to the null class.

All reassignments to the null class are made with confidence equal to 1.0.

Duplicate argument heuristic Duplicate arguments arise when two nodes are as-

signed the same argument label and one is not an ancestor of the other, as

shown in figure 2.3b. If the two nodes are not siblings, the node with the

higher confidence score is kept and the other is reassigned to the null class. If

the two nodes are siblings, both are kept. Keeping both sibling nodes accounts

for split arguments, discussed in section 2.2.2.

Low-confidence heuristic After the previous two heuristics are applied, all argu-

ment nodes with confidence less than a threshold targ are removed. The value

for targ is found by maximizing the system’s performance on a development

data set. For this model, targ = 0.3.

To summarize, when given a sentence and a predicating nominal within the sentence,

the logistic regression model is applied to each node in the parse tree that does

not overlap with the predicate node. The predicate node is then labeled, and the
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Development F1 Testing F1

Jiang and Ng (2006) 0.6677 0.6914
Liu and Ng (2007) - 0.7283
This report 0.7454 0.7630

Table 2.1: NomBank SRL results for argument prediction using automatically gener-
ated parse trees. The F1 statistics were calculated by aggregating predictions across
all classes. “-” indicates that the result was not reported.

heuristics are applied to resolve argument conflicts and remove argument labels with

low confidence.

2.4 Evaluation and conclusions

To test the model described in the previous section, I extracted training nodes from

sections 2-21 of NomBank, keeping only those nodes that do not overlap with the

predicate. I used section 24 for development and section 23 for testing.8 All syntactic

parse trees were generated by Charniak’s re-ranking syntactic parser (Charniak and

Johnson, 2005). Following the evaluation methodology used by Jiang and Ng (2006)

and Liu and Ng (2007), I obtained the results shown in table 2.1.9

As can be seen, the NomBank SRL system presented in this chapter comfortably

outperforms the best previous result. Because the models share many properties, it is

worth discussing factors that could possibly lead to the performance difference. First,

I observed a significant performance increase when moving from a traditional two-

stage pipeline to the single-stage classifier presented above. To my knowledge, the

research community has not thoroughly investigated the need for a two-stage pipeline.

It is, however, the computationally easier route. A two-stage approach requires a

8This division of training data is standard for PropBank/NomBank SRL evaluations. See, for
example, Carreras and Màrquez (2005).

9As noted by Carreras and Màrquez (2005), the discrepancy between the development and
testing results is likely due to poorer syntactic parsing performance on the development section.
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binary first-stage classifier trained over approximately 3.7 million nodes and a 22-

class second-stage classifier trained over approximately 179,000 nodes. A single-

stage nominal SRL classifier, on the other hand, requires a 23-class classifier trained

over approximately 3.7 million nodes. In the one-versus-all approach to multi-class

classification, the single-stage SRL classifier is much more computationally intensive.

Another important difference between the current model and the other two is the

treatment of overlapping argument nodes and incorporated arguments. In the work

of Jiang and Ng (2006), incorporated arguments are not included in the training data

despite the fact that they occur very frequently - approximately 15% of arguments

in the training data are incorporated. The authors do attempt to label predicate

nodes at evaluation time, but the most important features for general argument

labeling (e.g., parse tree path) are not informative for this task. In contrast, Liu

and Ng (2007) include all parse tree nodes in the training data, including those

that overlap with the predicate node (presumably, this includes the predicate node

itself). At evaluation time, all nodes are classified; however, considering the fact that

a negligible percentage of nodes that overlap with the predicate are also arguments,

this approach is likely to introduce many errors. The model presented in section 2.3

takes a hybrid approach. Nodes that overlap the predicate are not used as training

data, nor are they labeled by the logistic regression model during the evaluation;

instead, predicate nodes are labeled by the simple model described in section 2.3,

which achieves an F1 score of 0.84 on incorporated arguments.

The nominal SRL system described in this chapter produces state-of-the-art re-

sults, but it does make a problematic assumption: it assumes the existence of ground-

truth predicate nominals, which are provided by the NomBank corpus at evaluation

time. This does not invalidate the evaluation methodology, which still provides use-

ful information on the effectiveness of the SRL model; however, in order to assess

true end-to-end performance of the SRL system, we must remove the assumption of
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ground-truth predicate nominals. The next chapter does exactly this.
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Chapter 3

The role of implicit argumentation

in nominal SRL

3.1 Introduction

The previous chapter presented a nominal SRL system that significantly improves

the state-of-the-art. The system achieves an overall argument F1 score of 0.76 using

a supervised learning approach combined with carefully constructed post-processing

heuristics. Although this result is encouraging, it is produced by an evaluation

methodology that has specific limitations. In particular, the evaluation (which has

been used in many previous NomBank SRL studies) provides a system with a predi-

cate that is known to take arguments. However, nominals can easily surface without

explicit arguments. Consider the following instances of distribution, taken from the

Penn TreeBank:

(3.1) Searle will give [Arg0 pharmacists] [Arg1 brochures] [Arg1 on the use of
prescription drugs] for [Predicate distribution] [Location in their stores].

(3.2) The [Predicate distribution] represents [NP available cash flow] [PP from the
partnership] [PP between Aug. 1 and Oct. 31].
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In example 3.1, distribution is associated with overt arguments. In contrast, distribu-

tion in 3.2 has a noun phrase and multiple prepositional phrases in its environment

(similarly to 3.1), but not one of these constituents is an argument; rather, any ar-

guments to distribution in 3.2 are implicitly supplied by the surrounding discourse.

As described by Meyers (2007a), instances such as 3.1 are called “markable” because

they are associated with overt arguments. Instances such as 3.2 are called “unmark-

able” because they are not associated with overt arguments. In the NomBank corpus,

only markable instances from the Penn TreeBank have been annotated.

Previous evaluations (e.g., those described by Jiang and Ng (2006) and Liu and

Ng (2007)) have been based solely on markable instances, which constitute only 57%

of all instances of nominals from the NomBank lexicon. In order to use nominal

SRL systems for downstream processing, it is important to develop and evaluate

techniques that can handle markable as well as unmarkable nominal instances. With

respect to the evaluation procedure of the previous chapter, this amounts to elimi-

nating the assumption that a test predicate takes arguments. Instead, this decision

will need to be made automatically by the system being evaluated.

In the remainder of this chapter, I investigate the role of implicit argumentation in

nominal SRL. This is, in part, inspired by the recent CoNLL Shared Task (Surdeanu

et al., 2008), which was the first evaluation of syntactic and semantic dependency

parsing to include unmarkable nominals. The current chapter extends this task to

constituent parsing with techniques, evaluations, and analyses that focus specifically

on implicit argumentation in nominals. In the next section, I assess the prevalence

of implicit argumentation and its impact on the nominal SRL system presented in

chapter 2. I find that, when applied to all nominal instances, this system achieves

an argument F1 score of only 0.6895, a loss of more than 9%. In section 3.3, I

briefly review the recent CoNLL Shared Task, noting similarities and differences

with the current work. In section 3.4, I present a model designed to identify nominals
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Figure 3.1: Distribution of nominals. Each interval on the x-axis denotes a set of
nominals that are markable between (x − 5)% and x% of the time in the training
data. The y-axis denotes the percentage of all nominal instances in TreeBank that
is occupied by nominals in the interval. Quartiles are marked below the intervals.
For example, the 0.25 quartile at x = 0.35 indicates that approximately 25% of all
nominal instances are markable 35% of the time or less.

with implicit arguments. This model, reduces the aforementioned 9% loss by 46%,

resulting in an F1 score of 0.7235 on the more complete evaluation task. In the

analyses of section 3.5, I find that SRL performance varies widely among specific

classes of nominals, suggesting interesting directions for future work. I conclude, in

section 3.6, by motivating further work on implicit argumentation, which is taken up

in the following chapter.
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Markable-only evaluation All-token evaluation % loss

Precision 0.7955 0.6577 -17.32
Recall 0.7330 0.7247 -1.13

F1 0.7630 0.6895 -9.63

Table 3.1: Comparison of the markable-only and all-token evaluations of the SRL
system of chapter 2. In the all-token evaluation, argument identification is attempted
for any nominal with at least one annotated (i.e., markable) instance in the training
data.

3.2 Prevalence and impact of implicit argumenta-

tion

As shown in example 3.2, nominals often surface without overt arguments. In this

section, I provide a brief analysis of implicit argumentation and its implications for

the nominal SRL system developed in the previous chapter. On the whole, instances

of nominals from the NomBank lexicon are markable only 57% of the time in the

Penn TreeBank corpus. Figure 3.1 shows the distribution of nominals in terms of the

frequency with which they are markable. As shown, approximately 50% of nominal

instances are markable 65% of the time or less, indicating that implicit argumentation

is a very common phenomenon. This tendency towards implicit argumentation is

also reflected in the percentage of roles that is filled in NomBank versus PropBank.

In NomBank, 48% of possible roles are filled, whereas 61% of roles are filled in

PropBank.

To assess the impact of implicit argumentation, I evaluated the nominal SRL

system from chapter 2 over each token in the testing section. The system attempts

argument identification for all singular and plural nouns that have at least one an-

notated (i.e., markable) instance in the training portion of the NomBank corpus

(morphological variations included). Table 3.1 gives a comparison of the results

from the markable-only and all-token evaluations. As can be seen, assuming that all
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known nouns take overt arguments results in a significant performance loss. This loss

is due primarily to a drop in precision caused by false positive argument predictions

made for nominals with implicit arguments. An example of this is shown below:1

(3.3) [Arg0 0.64 Canadian] [Predicate investment] rules require that big foreign
takeovers meet that standard.

The sentence in 3.3 does not contain any constituents that are considered arguments

to investment under the NomBank guidelines, but the SRL system (mistakenly)

identifies Canadian as filling the Arg0 position. Presumably, Canada is the entity

imposing rules on those who invest; Canada is not the investing entity. Exam-

ples such as 3.3 demonstrate an important difference between nominal predicates

and verbal predicates: the former are more flexible than the latter in terms of ar-

gument realization. Both classes of predicates may undergo syntactic alternations

that change the linear order of argument expression; however, only nominal predi-

cates routinely surface without explicit arguments, thus complicating the standard

approach to nominal SRL.

3.3 Related work

Perhaps due to the nature of verbal argument structure, implicit argumentation was

not accounted for in large-scale evaluation tasks until the recent CoNLL Shared Task

on dependency parsing (Surdeanu et al., 2008). In this task, systems were required to

identify both syntactic and semantic dependency structure, the latter for both verbs

and nouns. Ground-truth semantic dependency information was automatically culled

from the annotations in PropBank and NomBank. In the semantic portion of the

evaluation, systems were required to identify predicating verbs and nouns in addition

to the corresponding arguments. Thus, systems in this evaluation were required to

1In this report, a number following an argument label indicates prediction confidence.
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process instances such as example 3.2 in section 3.1; however, the evaluation did

not focus on the issue of implicit argumentation and did not assess the degree to

which systems were affected by nominals with implicit arguments. As shown in

the previous section, implicit argumentation has a significant negative effect on the

standard approach to SRL. In the following section, I present a model capable of

filtering out nominals with implicit arguments.

3.4 Implicit argumentation model

A natural solution to the problem of implicit argumentation is to first distinguish

nominals that bear overt arguments from those that do not. I treat this as a binary

classification task over token nodes in the syntactic parse of a sentence. Once a token

has been identified as bearing overt arguments, it is processed with the argument

identification model developed in chapter 2. All other tokens are discarded.

To perform the classification, I use the features shown in table 2 of the appendix,

which were selected with the greedy, forward search algorithm used for the argument

classification model. As shown by table 2, the sets of features selected for argument

and nominal classification are quite different, and many of the features used for

nominal classification have not been previously used. Below, I briefly explain a few

of these features.

Ancestor subcategorization frames (ASF) As shown in table 2, the most infor-

mative feature is ASF. For a given token t, ASF is actually a set of sub-features,

one for each parse tree node above t. Each sub-feature is indexed (i.e., named)

by its distance from t. The value of an ASF sub-feature is the production rule

that expands the corresponding node in the tree. The ASF feature, with two

sub-features, is depicted below for the token “sale”.
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VP: ASF2 = V P → V,NP

V (made) NP: ASF1 = NP → Det,N

Det (a) N (sale)

Parse tree path lexicalization A lexicalized parse tree path is one in which sur-

face tokens from the beginning or end of the path are included in the path.

This is a finer-grained version of the traditional parse tree path that captures

the joint behavior of the path and the tokens it connects. For example, in the

tree above, the path from “sale” to “made” with a lexicalized source and des-

tination would be sale : N ↑ NP ↑ V P ↓ V : made. Lexicalization increases

sparsity; however, it is often preferred by the feature selection algorithm, as

shown in table 2.

PropBank markability score This feature is the probability that the context (±

5 words) of a deverbal nominal is generated by a unigram language model

trained over the PropBank argument words for the corresponding verb. Entities

are normalized to their entity type using BBN’s IdentiFinder (Bikel et al.,

1999), and adverbs are normalized to their related adjective using the ADJADV

dictionary provided by NomBank. The normalization of adverbs is motivated

by the fact that adverbial modifiers of verbs typically have a corresponding

adjectival modifier for deverbal nominals (e.g., compare “foolishly distributed”

to “foolish distribution”).

The features in table 2 of the appendix are used to train a binary nominal classifier

using the logistic regression implementation provided by LibLinear (Fan et al., 2008).

When operating, the nominal classifier imposes a threshold tpred on the classification

decisions. The value for tpred is found by maximizing the system’s performance on a

development data set. Actual values for tpred are discussed in the following section.
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Precision Recall F1

Baseline 0.5555 0.9784 0.7086
MLE 0.6902 0.8903 0.7776
LibLinear 0.8989 0.8927 0.8958

Table 3.2: Evaluation results for identifying nominals with explicit arguments. The
first column indicates which nominal classifier was used.

3.5 Evaluation

The extended evaluation methodology reflects a practical scenario in which a nom-

inal SRL system must process each token in a sentence. The system cannot safely

assume that each token bears overt arguments; rather, this decision must be made

automatically. In section 3.5.1, I present results for the automatic identification of

nominals with overt arguments. Then, in section 3.5.2, I present results for the

combined task in which nominal classification is followed by argument identification.

3.5.1 Nominal classification evaluation

Following standard practice, I trained the nominal classifier over token nodes in

TreeBank sections 2-21. All syntactic parse trees were automatically generated by

Charniak’s re-ranking syntactic parser (Charniak and Johnson, 2005), and only those

tokens with at least one annotated (i.e., markable) instance in NomBank were re-

tained for training. The classifier is trained using LibLinear (Fan et al., 2008) and the

features listed in table 2 of the appendix. As mentioned above, the classifier imposes

a prediction threshold tpred on the classification decisions. The value of tpred is found

by maximizing the nominal F1 score on the development section (24) of NomBank

(tpred = 0.47). The resulting model is tested over all token nodes in section 23 of

TreeBank. For comparison, I implemented the following simple classifiers:

Baseline nominal classifier Classifies a token as overtly bearing arguments if it
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is a singular or plural noun that is annotated at least once in the training data.

As shown in table 3.2, this classifier achieves nearly perfect recall. Recall is less

than 100% due to (1) part-of-speech errors from the syntactic parser and (2)

nominals that were not annotated in the training data but exist in the testing

data.

MLE nominal classifier Operates similarly to the baseline classifier, but also pro-

duces a score for the classification. The value of the score is equal to the

probability that the nominal bears overt arguments, as observed in the train-

ing data. When using this model, tpred = 0.23. As shown by table 3.2, this

exchanges recall for precision and leads to a significant increase in the overall

F1 score.

The last row in table 3.2 shows the results for the LibLinear nominal classifier, which

significantly outperforms the others, achieving balanced precision and recall scores

near 0.9. In addition, it is able to recover from part-of-speech errors because it does

not filter out non-noun instances; rather, it combines part-of-speech information with

other lexical and syntactic features to classify nominals.

Interesting observations can be made by grouping nominals according to the prob-

ability with which they are markable in the corpus. Recall figure 3.1 (page 26), which

shows the distribution of markable nominals across intervals of markability. Using

this view of the data, figure 3.2 presents the overall F1 scores for the baseline and

LibLinear nominal classifiers.2 As expected, gains in nominal classification diminish

as nominals become more overtly associated with arguments. Furthermore, nominals

that are rarely markable (i.e., those in interval 0.05) remain problematic due to a

lack of positive training instances and the unbalanced nature of the classification

task.

2Baseline and MLE scores are identical above the MLE threshold.
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Figure 3.2: Nominal classification performance with respect to the distribution in
figure 3.1 (page 26). The y-axis denotes the combined F1 for nominals in the interval.

3.5.2 Combined nominal-argument classification

I now turn to the task of combined nominal-argument classification. In this task,

systems must first identify nominals that bear overt arguments. I evaluated three

configurations based on the nominal classifiers from the previous section. Each con-

figuration uses the argument classification system described in chapter 2. Table 3.3

Predicate classifier used tpred targ All-token evaluation % loss

Baseline N/A N/A 0.6895 -9.63
MLE 0.23 0.42 0.7080 -7.21
Logistic regression 0.34 0.39 0.7235 -5.18

Table 3.3: Comparison of the combined nominal-argument classifiers in the all-token
evaluation. The first column indicates which nominal classifier was used. All config-
urations used the argument classification system described in chapter 2. The second
and third columns give the prediction thresholds used. The fourth column gives
overall argument F1 scores in the all-token evaluation, and the last column gives the
loss with respect to the standard evaluation task.
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Figure 3.3: All-token argument classification performance with respect to the distri-
bution in figure 3.1 (page 26). The y-axis denotes the combined F1 for nominals in
the interval.

presents the results of using the three configurations for combined nominal-argument

classification. As shown in table 3.3, overall argument classification F1 suffers a loss

of more than 9% under the baseline assumption that all known nouns bear overt

arguments. The MLE nominal classifier is able to reduce this loss by 25% to an F1

of 0.7080. The LibLinear nominal classifier reduces this loss by 46%, resulting in an

overall argument classification F1 of 0.7235. This improvement is the direct result of

filtering out nominal instances that do not bear overt arguments.

Similarly to the nominal classification evaluation of section 3.5.1, we can view ar-

gument classification performance with respect to the prior probability that a nom-

inal bears overt arguments as determined by the training data. This is shown in

figure 3.3 for the three configurations. The configuration using the MLE nominal

classifier obtains an argument F1 of zero for nominals below its prediction threshold.

Compared to the baseline nominal classifier, the LibLinear classifier achieves argu-
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ment classification gains as large as 150.94% (interval 0.05), with an average gain of

52.87% for intervals 0.05 to 0.4. As with nominal classification, argument classifica-

tion gains diminish for nominals that express arguments more overtly - I observed

an average gain of only 2.15% for intervals 0.45 to 1.00. One possible explanation for

this is that the argument prediction model has substantially more training data for

the nominals in intervals 0.45 to 1.00. Thus, even if the nominal classifier makes a

false positive prediction in the 0.45 to 1.00 interval range, the argument model may

correctly avoid labeling any arguments.

As noted in section 3.3, these results are not directly comparable to the results of

the recent CoNLL Shared Task (Surdeanu et al., 2008). This is due to the fact that

the semantic labeled F1 score in the Shared Task combines predicate and argument

predictions into a single score. The same combined F1 score for our best two-stage

nominal SRL system (logistic regression nominal and argument models) is 0.7806

compared to the best score of 0.7664 reported by Surdeanu et al. (2008); however,

this result is not precisely comparable because I do not identify the predicate role

set as required by the CoNLL shared task.

3.5.3 NomLex-based analysis of results

As demonstrated in section 2.2.2, NomBank annotates many classes of deverbal and

non-deverbal nominals, which have been categorized on syntactic and semantic bases

in NomLex-PLUS (Meyers, 2007b). To help understand what types of nominals are

particularly affected by implicit argumentation, I further analyzed performance with

respect to these classes.

Recall figure 2.2 (page 14), which shows the distribution of nominals across classes

defined by the NomLex resource. As shown in figure 3.4, many of the most frequent

classes exhibit significant gains. For example, the classification of partitive nominals

(13% of all nominal instances) with the LibLinear classifier results in gains of 55.45%
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Figure 3.4: Nominal classification performance with respect to the NomLex classes
in figure 2.2. The y-axis denotes the combined F1 for nominals in the class.

and 33.72% over the baseline and MLE classifiers, respectively. For the five most

common classes, which constitute 82% of all nominals instances, I observed average

gains of 27.47% and 19.30% over the baseline and MLE classifiers, respectively.

Table 3.4 separates nominal and argument classification results into sets of de-

verbal (NomLex class nom), deverbal-like (NomLex class nom-like), and all other

Nominal Combined nominal-argument
Deverbal Deverbal-like Other Deverbal Deverbal-like Other

Baseline 0.7975 0.6789 0.6757 0.7059 0.6738 0.7454
MLE 0.8298 0.7332 0.7486 0.7206 0.6641 0.7675
LibLinear 0.9261 0.8826 0.8905 0.7282 0.7178 0.7847

Table 3.4: Nominal and combined nominal-argument classification F1 scores for de-
verbal, deverbal-like, and other nominals in the all-token evaluation. The first column
indicates which nominal classifier was used. All configurations use the nominal SRL
system described in chapter 2.
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nominalizations. A deverbal-like nominal is closely related to some verb, although

not morphologically. For example, the noun accolade shares argument interpreta-

tion with award, but the two are not morphologically related. As shown by table

3.4, nominal classification tends to be easier - and argument classification harder -

for deverbals when compared to other types of nominals. For combined nominal-

argument F1, the difference between deverbal/deverbal-like nominals and the others

is due primarily to relational nominals, which are included the others column. Rela-

tional nominals are accurately classified by the logistic regression model (F1 = 0.95

in figure 3.4); additionally, relational nominals exhibit a high rate of argument in-

corporation (i.e., predicate-as-argument behavior), which is easily handled by the

maximum-likelihood model described in section 2.3.

3.6 Conclusions

The application of nominal SRL to practical NLP problems requires a system that

is able to accurately process each token it encounters. Previously, it was unclear

whether the models proposed by Jiang and Ng (2006) and Liu and Ng (2007) would

operate effectively in such an environment. The systems described by Surdeanu

et al. (2008) are designed with this environment in mind, but their evaluation did

not focus on the issue of implicit argumentation. These two problems motivate the

work presented in this chapter.

The contribution of this chapter is three-fold. First, it shows that the state-of-

the-art nominal SRL system of the previous chapter suffers a substantial performance

degradation when evaluated over nominals with implicit arguments. Second, it iden-

tifies a set of features - many of them new - that can be used to accurately detect

nominals with explicit arguments, thus increasing the overall performance of the

nominal SRL system. Third, the evaluation results suggest interesting directions

for future work. As described in section 3.5.2, many nominals do not have enough
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labeled training data to produce accurate argument classifiers. The generalization

procedures developed by Gordon and Swanson (2007) for PropBank SRL and Padó

et al. (2008) for NomBank SRL might alleviate this problem.

Most important, however, is the following observation: the logistic regression

nominal classifier is able to accurately filter out nominals with implicit arguments;

however, this model cannot identify implicit arguments, which are often expressed

in the surrounding discourse. It is also the case that nominals with overt arguments

often have additional, implicit arguments, which are ignored by the current system.

In the following chapter, I propose a research agenda to investigate the identification

of implicit arguments using information contained in the surrounding discourse. Such

inferences should help connect entities and events across sentences, providing a fuller

interpretation of the text.
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Chapter 4

Identifying implicit fillers of

argument positions

4.1 Introduction

The previous chapter showed that it is possible to accurately distinguish nominals

that bear explicit arguments from those that do not. This is an important result

because it allows us to apply traditional nominal SRL methods (e.g., those discussed

in chapter 2) to the more practical evaluation task in which the nominal SRL system

must process each token in a document. In cases where nominal SRL results are

used in downstream processes, this two-stage approach is important; however, this

approach does not attempt to identify implicit arguments, which may exist in the

current sentence or in the surrounding discourse. In this chapter, I investigate the

prevalence of such arguments and propose a research agenda to identify them.

As an initial example, consider the following sentence, which is taken from the

Penn TreeBank:

(4.1) A SEC proposal to ease [Arg1 reporting] [Predicate requirements] [Arg2 for
some company executives1] would undermine the usefulness of information on

1In the case of requirement, Arg2 indicates the entity required to do something.
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Inference procedure 1 : deriving the Arg0 for the require event in example 4.1.

1: SEC is the Arg0 of the propose event.
2: A propose event shares its Arg0 with the event being proposed, making SEC the

Arg0 of the ease event.
3: An ease event shares its Arg0 with the event that is eased, making SEC the Arg0

of the require event.

Inference procedure 2 : deriving the Arg0 for the change event in example 4.2.

1: The SEC is the Arg0 of the propose event in example 4.1. By extension, the
SEC is the Arg0 of the propose event in example 4.2.

2: A propose event shares its Arg0 with the event being proposed, making SEC the
Arg0 of the change event.

insider trades, professional money managers contend.

In example 4.1, there is no explicit evidence to support an Arg0 role for SEC in the

require event; however, a reasonable interpretation of the sentence is that the entity

doing the requiring is indeed the SEC. This interpretation might be supported by

inference procedure 1.

Such argument sharing inferences are not limited to single sentences, as shown

by the following example, which directly follows example 4.1 in the corresponding

document:

(4.2) Money managers make the argument in letters to the agency about [Arg1

rule] [Predicate changes] proposed this past summer.

In example 4.2, there is no explicit evidence to support an Arg0 role for either

SEC (from example 4.1) or the agency in the change event; however, a reasonable

interpretation would arrive at such a conclusion, perhaps using inference procedure

2.

In each of the inference procedures above, the reader relies on predicate-predicate

relationships to make inferences about the text. These relationships, which may be

40



present in a single sentence or span multiple sentences, capture the ways in which an

argument position for one predicate is implicitly filled by an argument associated with

another predicate. Implicit argumentation allows writers to avoid redundancy when

constructing a text, but poses problems to automatic natural language understanding

systems. For example, consider the following question, which targets examples 4.1

and 4.2 above:

(4.3) Who changed the rules regarding reporting requirements?

An automatic question answering system based on state-of-the-art verbal and nomi-

nal SRL cannot recover the implied fact that the SEC was responsible for the change

event in the targeted examples. Such a system lacks knowledge of implicit argumen-

tation, which is essential to arriving at the desired answer to the question in example

4.3. The current chapter proposes a research agenda to explore the computational

modeling of implicit argumentation. Specifically, the task is defined as follows:

Implicit argument identification task Given a predicate p1 that is lacking an
explicit argument a1i, and a predicate p2 that is associated with argument a2j,
determine if a2j implicitly fills argument position a1i.

In the definition given above, p1 and p2 are predicates from the combined Prop-

Bank/NomBank lexicon, a1i refers to argument position i of predicate p1, and a2j

refers to argument position j of predicate p2.

I begin, in the next section, by providing empirical evidence that implicit argu-

mentation is a frequent phenomenon deserving closer inspection. Then, in section

4.3, I review recent research in identifying relationships between predications. I also

present recent research on coreference resolution, which will play a central role in

the proposed work. In section 4.4, I propose two models designed to identify the

implicit fillers of argument positions and describe how these models can be trained

using existing annotated corpora and NLP tools. In section 4.5, I propose a two-part

evaluation for the models described in section 4.4. The first part relies on a small
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annotation effort, while the second is an approximate, large-scale evaluation that

relies on existing resources. Section 4.6 provides a timeline for the proposed work,

and I conclude with a summarization of the proposed work in section 4.7

4.2 Empirical evidence for implicit argumentation

As shown in the previous section, implicit arguments may be realized overtly in

the current sentence or surrounding discourse. The previous section also suggested

that implicit argument identification can be performed using knowledge of various

relationships that hold between predicates in a document. In this section, I offer

empirical evidence for both of these observations. I limit my analysis to nominal

predicates, as they are most relevant to the current work; furthermore, I restrict my

analysis to nominal predicates with the following properties:

• The nominal must have an unambiguous NomLex class of nom, indicating that
it is derived from a verb in the PropBank lexicon.

• The nominal must have only one role set, indicating that instances of it carry
a single sense.

I performed manual annotation of implicit arguments for 500 instances of nominal

predicates satisfying the two conditions listed above. The annotation procedure is

outlined below:

Implicit argument annotation procedure

1. For each argument position aij of a predicate instance pi, annotate the
nearest non-anaphoric filler of aij in the current or a previous sentence,
unless such a filler has already been annotated by NomBank. If no non-
anaphoric filler exists in the current or a previous sentence, search a sub-
sequent sentence for the implicit filler.

2. In cases where entities are metonymic, the semantic sense of the entity
must be compatible with the argument position it fills. For example, the

White House in “Approval for the bill was given by the White House.”
can be used as an Arg0 filler for a subsequent mention of the approve

event; however, Coke in “Coke made an investment.” cannot be used as
an Arg1 filler for a subsequent mention of a drink event.
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NomBank only NomBank + implicit Implicit only

% of role sets not
completely filled

100.00 75.80 87.80

% of roles filled 25.22 56.86 37.36

Table 4.1: Implicit argument annotation statistics for the 500 manually annotated
instances. The top row indicates the source for the argument data. “NomBank”
refers to standard NomBank arguments. “NomBank + implicit” refers to the stan-
dard arguments combined with those manually identified as implicit. “Implicit only”
refers to only those arguments that were manually identified as implicit. The sec-
ond row gives the percentage of annotated nominal instances that were missing at
least one argument from their role set. The third row gives the total percentage of
argument positions filled across all annotated instances.

Any constituents identified by the annotation procedure are taken to be implicit argu-

ments to their respective predicates. Table 4.1 gives comparative coverage statistics

for NomBank annotation with and without implicit argument annotation. Many ob-

servations can be made about this data. First, from row two, we see that NomBank

does not provide full event representations for any of the 500 instances that were

examined;2 however, as shown in the second column of row two, nearly 25% of the

instances gained full event representations when implicit arguments were taken into

account. Row three shows that role coverage has more than doubled as a result of

considering implicit arguments (compare columns two and three).

Examples 4.1 and 4.2 in the previous section suggest that implicit arguments

are identifiable based on their explicit participation in other predicates. For exam-

ple, inference procedures 1 and 2 are able to identify the correct implicit arguments

because they (the arguments) participate explicitly in at least one event. To as-

sess the feasibility of a computational model that relies on similar explicit argument

participation, I examined the regularity with which implicit arguments are also ex-

plicit arguments to other predications. The analysis showed that more than 70%

2This follows trivially from the instance criteria, which require at least one missing role.
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of implicit arguments behave this way. The remaining 30% of implicit arguments

did not explicitly fill argument positions for any predicates. The identification of

such arguments often requires world knowledge that cannot be recovered from the

discourse itself. I do not address these nominals in this proposal, but they remain

an interesting phenomenon.

To summarize, a significant portion of nominal argument structure is implicit

and thus is not annotated in the NomBank corpus. Many of the implicit arguments

are also explicit arguments to other predicates. In the current chapter, I propose

models of predicate-predicate relations that are designed to exploit this tendency for

the purpose of recovering implicit arguments. As shown by the data in table 4.1,

such models have the potential to significantly increase the amount of information

extracted from unstructured text.

4.3 Related work

The research proposed in this chapter is related to a variety of NLP tasks by varying

degrees. In section 4.3.1, I discuss recent work in automatic verb relationship dis-

covery. The results of this work enable inferences that are similar in spirit to those

used by inference procedures 1 and 2 presented above; however, as I will show, these

inferences are not sufficiently fine-grained for the current task. In section 4.3.2, I

discuss recent work on automatic coreference resolution and discourse processing,

which play a central role in the proposed work. Finally, in section 4.3.3, I present

work on the recovery of implicit information, which includes arguments.

4.3.1 Automatic relation discovery

The line of research exemplified by Lin and Pantel (2001) seeks to automatically

identify relationships similar to the following:
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(4.4) X eats Y → X likes Y

Conceptually, such a relationship is similar to the ones used by inference procedures

1 and 2 in section 4.1. In both cases, a mapping is created between the participant

roles of various predicates. Lin and Pantel created such mappings using a variation

of the so-called “distributional hypothesis” posited by Harris (1985), which states

that words occurring in similar contexts tend to have similar meanings. Lin and

Pantel apply the same notion of similarity to dependency paths. For example, the

inference rule in example 4.4 is identified by examining the sets of words in the two

X positions and the sets of words in the two Y positions. When the two pairs of sets

are similar, it is implied that the two dependency paths from X to Y are similar as

well. In example 4.4, the two dependency paths are as follows:

X
subject
←−−−− eats

object
−−−→ Y

X
subject
←−−−− likes

object
−−−→ Y

One drawback of this method is that it assumes the implication is symmetric. Al-

though this assumption is correct in many cases, it often leads to invalid inferences.

For example, in 4.4, it is not always true that if X likes Y then X will eat Y .

Bhagat et al. (2007) extended the work of Lin and Pantel to handle cases of asym-

metric relationships. The basic idea proposed by Bhagat et al. is that, when con-

sidering a relationship of the form 〈x, p1, y〉 ↔ 〈x, p2, y〉, if p1 occurs in significantly

more contexts than p2, then p2 is likely to imply p1 but not vice versa. Returning

to example 4.4, we see that the correct implication will be derived if likes occurs in

significantly more contexts than eats. The intuition is that the more general concept

(e.g., like) will be associated with more contexts and is more likely to be implied by

the specific concept (e.g., eat). As shown by Bhagat et al., the system built around

this intuition is able to effectively identify the directionality of many inference rules.
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Zanzotto et al. (2006) presented another study aimed at identifying asymmetric

relationships between verbs. For example, the asymmetric entailment relationship

X wins −→ X plays holds, but the opposite (X plays −→ X wins) does not. This

is because not all those who play a game actually win. To find evidence for this

automatically, the authors examined constructions such as the following, adapted

from Zanzotto et al.:

(4.5) The more experienced tennis player won the match.

The underlying idea behind the authors’ approach is that asymmetric relationships

such as X wins −→ X plays are often entailed by constructions involving agentive,

nominalized verbs as the logical subjects of the main verb. In example 4.5, the

agentive nominal “player” is logical subject to “won”, the combination of which

entails the asymmetric relationship of interest. Thus, to validate such an asymmetric

relationship, Zanzotto et al. examine the frequency of the “player win” collocation

using Google hit counts as a proxy for actual corpus statistics.

A number of other studies (e.g., those by Szpektor et al. (2004) and Pantel et al.

(2007)) have been conducted along the same lines as the work described above.

In general, such work focuses on the automatic acquisition of entailment relation-

ships between verbs. Although this work has often been motivated by the need

for lexical-semantic information in tasks such as automatic question answering, it

is also relevant to the task of implicit argument identification because the derived

relationships implicitly encode a participant role mapping between two predicates.

For example, given a missing Arg0 for a like event and an explicit Arg0 for an eat

event in the preceding discourse, inference rule 4.4 might help recover the implicit

argument. However, in order to support inference procedures 1 and 2, we need a

finer-grained version of the inference rules discussed above - one that supports in-

ference between specific argument positions (e.g., eat :Arg0 and like:Arg0). In the

current chapter, I propose methods of automatically acquiring these fine-grained re-
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lationships for verbal and nominal predicates using existing corpora. I also propose

a method of using these relationships to recover implicit arguments.

4.3.2 Coreference resolution and discourse processing

The current chapter will make heavy use of the notions of reference and coreference.

The referent of a linguistic expression is the real or imagined entity to which the

expression refers. Coreference, therefore, is the condition of two linguistic expressions

having the same referent. In the following examples, the underlined spans of text

are coreferential:

(4.6) “Carpet King sales are up 4% this year,” said owner Richard Rippe.

(4.7) He added that the company has been manufacturing carpet since 1967.

Non-trivial instances of coreference (e.g., Carpet King and the company) allow the

author to repeatedly mention the same entity without introducing redundancy into

the discourse. Pronominal anaphora is a subset of coreference in which one of the re-

ferring expressions is a pronoun, for example, he in example 4.7. Furthermore, events

can be considered coreferential when mentioned multiple times in a document. For

many years, the Automatic Content Extraction (ACE) series of large-scale evalua-

tions (ACE, 2008) has provided a test forum for systems designed to identify these

and other coreference relations. Systems based on the ACE data sets typically take

a supervised learning approach to coreference resolution in general (Versley et al.,

2008) and pronominal anaphor in particular (Yang et al., 2008).

Implicit argumentation is also expected to be sensitive to various discourse-level

phenomena, many of which interact with coreference. For example, Centering The-

ory (Grosz et al., 1995) focuses on the ways in which referring expressions maintain

(or break) coherence in a discourse. These so-called “centering shifts” result from

a lack of coreference between salient noun phrases in adjacent sentences. Discourse

Representation Theory (DRT) (Kamp and Reyle, 1993) is another prominent treat-
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ment of referring expressions. DRT embeds a theory of coreference into a first-order,

compositional semantics of discourse.

In Centering Theory, DRT, and the ACE coreference competitions, coreference

relationships hold between relatively small constituents in one or more sentences

(e.g., a pronoun and its noun phrase antecedent); however, researchers have also

investigated relationships that hold between larger segments of text, including full

sentences. Consider the following example, adapted from Rhetorical Structure The-

ory (Taboada and Mann, 2006):

(4.8) [Objective The visual system resolves confusion] [Means by applying

knowledge of properties of the physical world].

In example 4.8, the objective (resolution of confusion) is accomplished by a particular

means (application of knowledge). RST analyses do not depend on “trigger” words

in the way that PropBank, NomBank, and FrameNet do. Rather, segments of text

are identified, and the relationships between them are then inferred.

Prasad et al. (2008) take a slightly different approach to discourse-level annota-

tion, one that relies heavily on lexical cues to guide the annotation process. The

resulting resource, called the Penn Discourse TreeBank (PDTB), identifies RST-like

relationships that obtain between large fragments of text. Consider the following

example, taken from the PDTB:

(4.9) [Arg1 Use of dispersants was approved] when [Arg2 a test on the third day

showed some positive results].

In example 4.9, I have underlined the lexical item that triggers the Reason discourse

relationship between the bracketed spans of text. Argument position when:Arg1

indicates the effect, and argument position when:Arg2 indicates the cause. The

latter contains an instance of the nominal test, whose Arg1 position is implicitly

filled by dispersants. The identification of this implicit argument is encouraged by
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the discourse connective when, which indicates a strong relationship between the

events described in its argument positions. In section 4.4.3, I will explore the use of

PDTB relationships for implicit argument identification.

4.3.3 Recovering implicit information

The automatic identification of implicit arguments has interested researchers at least

since the work of Palmer et al. (1986), in which manually created syntactic and

semantic rules, along with hand-coded domain knowledge, were used to identify

implicit arguments for predicate-argument structures. As a simple example, consider

the following two sentences, borrowed from Palmer et al.:

(4.10) Disk drive was down at 11/16-2305.

(4.11) Has select lock.

Example 4.11 lacks an overt subject, which, using hand-coded selectional constraints,

can be resolved with disk drive from example 4.10. A similar line of work is pursued

by Whittemore et al. (1991), who propose to identify implicit arguments using a

combination of selectional restrictions on previous entities as well as information

provided by Discourse Representation Theory.

In general, systems such as those presented above were not widely deployed due to

a reliance on hand-coded, domain-specific knowledge. Furthermore, relatively little

work has been done on this subject since Gildea and Jurafsky (2002) initiated the

move towards broad-coverage SRL.3 Thus, given the availability of robust syntactic

and semantic analyzers, it seems to be an appropriate time to revisit the issue of

implicit argument identification, which has received little recent attention but, as

shown in section 4.2, has the potential to achieve significant gains for SRL coverage.

3The work of Nielsen (2004) on the detection of verb phrase ellipsis is tangentially related, insofar
as the resolution of an elided verb phrase might aid in the identification of its semantic arguments,
which would otherwise remain implicit.
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4.4 Models of implicit argumentation

Currently, there are no annotated corpora targeting implicit argumentation. Thus,

barring the creation of such a resource, any supervised machine learning approaches

to the problem will need to make indirect use of existing corpora. To see how this

might be done, consider the following predicate-argument structures taken from the

Penn TreeBank:

(4.12) “Overall demand still is very respectable,” says the nation’s largest [Arg1

machine tool] [Predicate producer].

(4.13) [Arg1 Machine tool] [Predicate shipments] last month were $281.2 million.

Taken together, examples 4.12 and 4.13 provide evidence that the filler of an Arg1

position in a produce event can also fill the Arg1 position in a ship event. In simpler

terms, this tendency can be described as follows: things that are produced have

a tendency to be shipped. This knowledge can help identify the implicit filler of

an argument position in situations such as the following, also taken from the Penn

TreeBank:

(4.14) The two companies each [Predicate produce] [Arg1 market pulp,
containerboard and white paper].

(4.15) The goods could be manufactured closer to customers, saving [Predicate

shipping] costs.

In example 4.15, there is no explicit evidence supporting a role of Arg1 for any

constituent; however, with the knowledge of production and shipping gleaned from

examples 4.12 and 4.13, a system should be able to identify market pulp, container-

board and white paper from example 4.14 as the implicit filler of the Arg1 position

in the ship event in example 4.15.

Similar knowledge can be derived from and applied to verbal predications. Con-

sider the following examples:

(4.16) Trinity said [Arg0 it] plans to begin [Predicate delivery] [Arg1 of the rail
cars] in the first quarter of 1990.
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(4.17) It said the 1,000 rail cars are in addition to [Arg1 the 1,450 coal rail cars]
presently being [Predicate produced] [Arg3 for Norfolk Southern].

Taken together, examples 4.16 and 4.17 provide evidence that the filler of an Arg1

position in a deliver event can also fill the Arg1 position in a produce event. This

tendency is the opposite of the one demonstrated by examples 4.12 and 4.13, and can

be described as follows: things that are delivered have a tendency to be produced.

In the same way that the knowledge of production and shipping helped resolve the

implicit argument in example 4.15, this new knowledge of deliveries and production

can help identify implicit arguments in other instances.

The examples above motivate an approach to implicit argument identification

that relies only on the annotations already provided by PropBank and NomBank. By

identifying instances of coreference between explicit arguments in these corpora, one

can extract knowledge of entailment relationships that will assist in the identification

of implicit argument fillers. In the remainder of this section, I develop models to

extract and apply this knowledge.

4.4.1 Pimplicit: a measure of implicit argumentation

In general, the task is to learn a function that predicts the likelihood that the referent

of argument position a1i for predicate p1 implicitly fills argument position a2j for a

predicate p2. Because implicit arguments can themselves implicitly fill other argu-

ment positions (as demonstrated by inference procedures 1 and 2), argument position

a1i may be linked to (1) an overt syntactic constituent (or multiple constituents in

the case of split arguments) in the sentence containing p1, or (2) an argument po-

sition (either explicit or implicit) in some other predicate. Note, however, that all

argument positions a1i are grounded to an overt syntactic constituent somewhere in

the discourse. Argument position a2j, on the other hand, does not correspond to an

overt syntactic constituent anywhere in the surrounding discourse; rather, the refer-
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ent of a2j is implied by the surrounding discourse. If it turns out that a1i implicitly

fills argument position a2j, then the two will be linked to the same overt syntactic

constituent and will be coreferential.

Returning to examples 4.14 and 4.15 above, we observe the following bindings:

(4.18)

p1 : produce

a11 : market pulp, containerboard and white paper

p2 : shipping

a21 : (empty)

In this case, a11 is bound to an overt syntactic constituent in the sentence contain-

ing p1 because no previous implicit argument identification steps were possible. As

described above, the task is to predict the probability that a11 is coreferential with

a21. If, in fact, it is, then the resulting probability should be high, indicating that

the filler of a11 implicitly fills argument position a21. Formally, we are interested in

the following conditional probability:

Pimplicit(p1, a11, p2, a21) = P (ref(a11) = ref(a21)|p1, a11, p2, a21) (4.19)

In equation 4.19, ref returns the referent of the supplied argument position.4 Thus,

we are interested in the probability that market pulp, containerboard and white paper

in the produce event of example 4.14 refers to the entities that are implied by the

discourse to be filling the a21 position in the ship event of example 4.15. In general,

the implicit arguments within a discourse can be identified using the procedure given

below, which relies on Pimplicit:

Implicit argument identification procedure Given a discourse containing ver-
bal and nominal predicates p1, . . . , pn, which are ordered by their appearance
and accompanied by their explicit arguments, proceed in order to each pi and

4For the current proposal, the precise nature of this referent - how it is represented in a model
of the world - does not matter. What does matter is the fact that the two referents are equal.
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attempt to identify an implicit filler for each missing argument position amissing.
The implicit filler of amissing is selected according to equation 4.20 below:

Filler(amissing) = arg max
ajk∈argsj ,pj∈p1,...,pi−1

Pimplicit(pj, ajk, pi, amissing) (4.20)

In equation 4.20, argsj is the current set of filled argument positions for predicate pj.

Initially, argsj is the set of explicit arguments identified either by a standard verbal

or nominal SRL system or ground-truth annotation, depending on the evaluation

scenario. In order to avoid identifying low-probability fillers, amissing will only be

filled if the maximum value for Pimplicit is greater than some threshold t.5 If amissing

is filled, it is added to the set of arguments argsi for predicate pi, thus ensuring that

subsequent predicate-argument structures will have access to the implicitly filled

argument position. In the following sections, I propose two methods of estimating

Pimplicit for use in the implicit argument identification procedure described above.

4.4.2 Interpolated model of Pimplicit

In this model, I propose to estimate Pimplicit from equation 4.20 using statistics drawn

from existing corpora. In the simplest case, Pimplicit can be estimated using maximum

likelihood estimation, as shown below:

Pimplicit mle(pj, ajk, pi, aim) =
#(pj, ajk, pi, aim, ref(ajk) = ref(aim))

#(pj, ajk, pi, aim)
(4.21)

In equation 4.21, aim denotes the argument position of amissing in equation 4.20.

The denominator denotes the observed frequency of the two predicates (pj and

pi) surfacing with their respective arguments (ajk and aim) in the combined Prop-

Bank/NomBank corpus. In the implicit argument identification procedure defined

above, the predicate supplying the implicit filler (pj) must precede the predicate

whose argument position is being implicitly filled (pi). Thus, the co-occurrence of pj

5The value for t will be determined by maximizing the system’s performance on a development
data set. See section 4.5 for the proposed evaluation procedures.
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and pi in equation 4.21 must be ordered as well. Only cases in which the given ar-

gument positions are coreferential are counted towards the numerator. For instance,

the combination of examples 4.12 and 4.13 adds one to both the numerator and de-

nominator due to the fact that the Arg1 positions are coreferential. For comparison,

consider the following pair of examples:

(4.22) “Overall demand still is very respectable,” says the nation’s largest [Arg1

machine tool] [Predicate producer].

(4.23) [Arg1 Car] [Predicate shipments], however, were down by $281.2 million.

Example 4.23 is contrived, but it demonstrates the important role of coreference. In

this case, car does not refer to the same class of entities as machine tool. If this

pair of examples were actual data, it would provide evidence against an implicit

argument relationship between produce:Arg1 and ship:Arg1. Indeed, according to

equation 4.21, this is precisely what happens - the denominator is incremented, but

the numerator is not.

Equation 4.21 relies on data patterns that are expected to be quite sparse, even

within a corpus as large as the Penn TreeBank. One solution to this problem is to

interpolate Pimplicit mle with other statistics that rely on data patterns that are less

sparse. The proposed work will use the following interpolated model of Pimplicit:

Pimplicit interp(pj, ajk, pi, aim) = λ1 ∗ Pimplicit mle(pj, ajk, pi, aim) + (4.24)

λ2 ∗ Pimplicit(pj, pi, aim) +

λ3 ∗ Pimplicit(pi, aim)

The basic idea behind equation 4.24 is that, if we have not observed the co-occurrence

of both predicates and their respective argument positions (the first interpolation

component), we should still be able to make a reasonable estimate of Pimplicit using

statistics that are less specific (the last two interpolation components). In the pro-

posed work, each λ will be estimated using the expectation maximization algorithm
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under the constraint that λ1 + λ2 + λ3 = 1. This is similar to the parameter esti-

mation technique used by Jelinek and Mercer (1980) and others when constructing

n-gram language models. Next, I explain the derivation and intuition behind the

last two components of equation 4.24.

By marginalizing over possible argument positions ajk, we arrive at the following

backoff estimation of Pimplicit mle:

Pimplicit(pj, pi, aim) =

∑nj

k=1
#(pj, ajk, pi, aim, ref(ajk) = ref(aim))

∑nj

k=1
#(pj, ajk, pi, aim)

(4.25)

In equation 4.25, nj is the number of possible argument positions for predicate pj. As

defined, Pimplicit(pj, pi, aim) is the probability that any argument filler from predicate

pj is coreferential with argument position aim of predicate pi. As with the MLE

estimation of Pimplicit in equation 4.21, the ordering of pj and pi must be respected.

We can take the backoff procedure one step further by marginalizing over possible

predicates pj in the preceding discourse, resulting in the following:

Pimplicit(pi, aim) =

∑i−1

j=1

∑nj

k=1
#(pj, ajk, pi, aim, ref(ajk) = ref(aim))

∑i−1

j=1

∑nj

k=1
#(pj, ajk, pi, aim)

(4.26)

As defined, Pimplicit(pi, aim) is the probability that any argument filler from any

predicate in the preceding discourse is coreferential with argument position aim of

predicate pi.

With respect to Pimplicit interp, two major issues have yet to be addressed. The

first concerns the representation of the predicates (pj and pi) and argument positions

(ajk and aim). One could choose to represent ajk using the actual words associated

with it; however, the statistics required by Pimplicit interp would then be based on

extremely sparse data patterns that have very little generalization power. The same

tradeoff applies to the representation of the predicates. I will refer to this as the

problem of lexicalization, and will propose a research agenda for it in the following
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section. The second major issue with Pimplicit interp is that it assumes the existence

of ground-truth coreference information, which has not been completely annotated

in the Penn TreeBank. After discussing lexicalization, I will discuss the issue of

coreference in greater detail.

Lexicalization for the interpolated model

As pointed out above, a simple lexical representation of predicates and arguments

within the interpolated model will likely lead to increased sparsity. In the case of lex-

icalized arguments, this sparsity is expected to preclude much of the generalization

power needed to make predictions. Even if predicates are abstracted in some fashion,

the co-occurrence of actual argument phrases is likely to be quite rare. A second,

perhaps stronger, argument against lexicalization in this model is that inference pro-

cedures 1 and 2 were able to identify the correct implicit arguments without relying

on the lexical properties of the entities involved; rather, the procedures were guided

by general knowledge of the events and the semantic properties of their participants,

the latter being encoded in argument labels. These observations suggest that the oc-

currence of ajk and aim should be represented by the corresponding argument labels.

The proposed work will begin with such a representation.

Moving on to the representation of predicates, I observe that, from the perspec-

tive of event denotation, predicates such as produce, production, and producer are

identical. Indeed, as shown by examples 4.12-4.17, the syntactic category of the pred-

icate does not appear to have much significance when deriving or applying evidence

of implicit argumentation. Each predicate denotes an event e in which, for example,

an Agent produces a Theme. This suggests that instances of these predicates should

be collapsed into a canonical PRODUCE predicate for training purposes. Predicate

canonicalization is made possible by the fact that the creators of NomBank adapted

PropBank predicate frames for deverbal annotation. As a result, the corresponding
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argument positions in each PRODUCE predicate have the same semantic interpre-

tation6 and can be treated as identical when calculating Pimplicit interp.

As a further generalization, predicates can be clustered according to their VerbNet

class membership (Kipper, 2005). Consider the following VerbNet classes, which

correspond to the verbs produce and ship, respectively (the classes also apply to the

deverbal nominals production and shipment, as suggested by the above discussion of

predicate canonicalization):

• 0.26.4: compose, construct, derive, fabricate, . . .

• 0.11.1.1: forward, hand, mail, pass, . . .

Not only do words in the same VerbNet class tend to be semantically similar (cf.

the work of Levin (1993)), they also tend to share argument interpretation within

the PropBank lexicon. Thus, the Arg1 position for produce has the same semantic

meaning as the Arg1 position for compose, construct, and so on. This property is

important because we are interested in relationships between specific argument posi-

tions. A simple thesaurus-based generalization (e.g., one using WordNet (Fellbaum,

1998)) runs the risk of combining verbs (and deverbals) that have incompatible role

sets, leading to invalid inferences. The VerbNet-based generalization appears to be

a reasonable way to reduce sparsity in Pimplicit interp.

Lastly, I note that the interpolated model does not have to be based on the

predicate and argument representations described above. These representations pro-

vide a good starting point, but they can be expanded to include more sophisticated

conditioning information (i.e., features). A similar approach is used by Gildea and

Jurafsky (2002) to predict semantic roles in FrameNet-based SRL.

6This is demonstrated by example 2.11 on page 12.
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Coreference resolution for the interpolated model

As mentioned above, the calculation of Pimplicit interp is complicated by the fact that

it assumes the existence of ground-truth coreference information for the Penn Tree-

Bank. A particular type of coreference - pronominal anaphora - has been anno-

tated by Weischedel and Brunstein (2005) in the Penn TreeBank. As an example of

anaphoric coreference, consider the following predicate-argument structures, both of

which come from the same sentence in the Penn TreeBank:

(4.27) Separately, the FERC turned down a request by [Arg3 Northeast
(antecedent)] seeking [Predicate approval] [Arg1 of its possible purchase of
PS of New Hampshire].

(4.28) Separately, the FERC turned down a request by Northeast seeking approval
of [Arg0 its (anaphor)] possible [Predicate purchase] [Arg1 of PS of New
Hampshire].

In examples 4.27 and 4.28, I have marked the anaphoric expression its as well as the

corresponding antecedent Northeast. The predicate-argument structures in 4.27 and

4.28, when combined with anaphor annotation, provide evidence for a relationship

between the Arg3 of an approve event and the Arg0 of a purchase event. This is

a reasonable inference because the Arg3 of an approve event is the entity seeking

approval, and entities that initiate a purchase event often need prior approval to do

so.

The other type of coreference - non-anaphoric coreference - has not yet been an-

notated on a large scale for the Penn TreeBank. As a result, this information must

either be annotated manually or approximated using existing NLP tools. In the

proposed work, I will explore the latter route, and will use automatic non-anaphoric

coreference identification tools (e.g., those provided by Versley et al. (2008)) to ap-

proximate ground-truth information. This approach will probably introduce some

noise into the training process by mislabeling instances of coreference; however, I will

systematically study the effects of these errors by varying the prediction threshold
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on the underlying probabilistic model and observing the change in performance.

To summarize, the calculation of Pimplicit interp relies on textual data that has

been annotated for verbal and nominal argument structure as well as coreference

information. Argument structure is readily available in the existing PropBank and

NomBank corpora, which are easily combined via predicate canonicalization. Beyond

predicate canonicalization, VerbNet classes appear to be a promising generalization

tool. Thus, I will systematically explore these two representations. The require-

ment of coreference information within the Penn TreeBank is slightly problematic

due to the fact it is only partially annotated. In cases where ground-truth corefer-

ence information is not available, I will experiment with existing NLP tools as an

approximation, systematically exploring the effects of noise.

4.4.3 Logistic regression model of Pimplicit

In this model, I propose to estimate Pimplicit from equation 4.20 using a feature-based

representation in the binary logistic regression framework developed by Fan et al.

(2008). Formally, we have the following:

Pimplicit reg(pj, ajk, pi, aim) = P (y = +|pj, ajk, pi, aim) (4.29)

With the exception of y, all variables in equation 4.29 have the same denotation as

in the interpolated model. The random variable y is a binary class label that, when

positive, indicates that the fillers of argument positions ajk and aim are coreferential.

The class label is conditioned on the feature-based representation of the instance

being considered. As indicated in equation 4.29, each instance is the conjunction of

pj, ajk, pi, and aim, the first three being linked to overt syntactic constituents, and

the last being a placeholder for the implicit argument position that the system is

attempting to fill.
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As with any discriminative classifier, success of the logistic regression model of

Pimplicit will depend on the selection of an appropriate feature set. The selection

process will be initialized manually by identifying candidate features. Table 3 in the

appendix lists many features that should be helpful in this task. In table 3, integer

numbers are used to reference other features in the table. When applicable, example

feature values are taken from the bindings shown in 4.18 (page 52).

A few of the features in table 3 require further explanation. Feature 12 is instan-

tiated only when the two predicates reside in the same sentence. The same holds for

feature 24, which depends on feature 12. When instantiated, the parse tree path in

these features is calculated in the same way as the parse tree path feature that is

used for nominal SRL in section 2.3. Features 20 and 21 capture the same intuition

used in the interpolated backoff model of section 4.4.2. The former is completely

independent of the previous predicate, and the latter depends only on the previ-

ous predicate itself (similarly to the interpolated use of equation 4.25 on page 55).

As described in section 4.3, various discourse relations annotated within the Penn

Discourse TreeBank could be useful for implicit argument identification. Feature 15

captures the discourse relation that holds between the predicates of interest. This

feature is only instantiated when the predicates reside in the argument positions of

the discourse connective (see example 4.9 on page 48). Finally, features that make

use of VerbNet (i.e., 3, 8, and 23) are expected to be particularly important to the

task of implicit argumentation due to their generalization power. This is explained

for the interpolated model above.

In general, the features in table 3 operate at a number of linguistic levels: lexical

(e.g., feature 1), syntactic (5), semantic (23), and discourse (15). Because all features

are not expected to contribute to implicit argument identification, the final feature

set will be identified using the greedy, forward search strategy discussed in section

2.3.
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1: instances← {}
2: for each predicate p1 in documentk do
3: for each predicate p2 in documentk that comes before p1 do
4: for each explicit argument position a1i associated with p1 do
5: for each explicit argument position a2j associated with p2 do
6: label← null

7: if coreferential(a1i, a2j) then
8: label← “+′′

9: else
10: label← “−′′

11: end if
12: x← (p2, a2j, p1, a1i, label)
13: append(x, instances)
14: end for
15: end for
16: end for
17: end for
18: return instances

Figure 4.1: Training instance generation procedure for the logistic regression model.
Each comparison of two explicit argument positions results in the creation of a single
training instance (line 12). This instance is positive if the arguments are coreferential
and negative otherwise (determined on line 7).

Generation of training instances

In order to train the binary logistic regression model proposed in this section, we

must generate a set of positive and negative instances. Data preparation for the lo-

gistic regression model is similar to that performed for the interpolated model. Each

document must be processed for verbal and nominal argument structure as well as

coreference information, the latter being problematic due to its partial annotation

in the Penn TreeBank. Similarly to training the interpolated model, I will experi-

ment with automatic approximations of coreference information. Notably, predicate

canonicalization is no longer required; rather, it is encoded in the feature-based rep-

resentation discussed above.

Once a document has been processed for the information described above, training
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instances can be generated by following the procedure shown in figure 4.1.7 In the

procedure, each explicit argument position of each predicate is compared to each

explicit argument position of each prior predicate. If the two argument positions

are coreferential (line 7), then we have positive evidence for a relationship between

the two argument positions. In contrast, if the two argument positions are not

coreferential, then we have evidence against the relationship. In either case, a single

training instance is created and added to the list of instances (lines 12 and 13).

Within the created instance, p2 is the predicate whose argument (a2j) either does or

does not fill argument position a1i for predicate p1. In accordance with the feature-

based representation, a1i can only contribute the corresponding argument position to

the instance representation. All other components of the instance are linked to overt

syntactic constituents, which may be represented in any way that is appropriate (see

table 3 in the appendix for possibilities).

Lastly, I note that the logistic regression classifier can be exchanged for any other

classifier capable of ranking candidate fillers of implicit argument positions. I will

start with the framework provided by Fan et al. (2008) because it has demonstrated

good results on other tasks in my work; however, the training and evaluation proce-

dures should work equally well with other classifiers.

4.4.4 Concluding remarks about the proposed models

Both of the models proposed in this chapter rely on the document-level co-occurrence

of verbal and nominal predicates. Even in a corpus as large as the Penn TreeBank,

such co-occurrence is expected to be quite sparse for many predicates. Generaliza-

tion via predicate canonicalization and VerbNet classes is expected to reduce this

problem, but significant improvement may require additional training data. One

7For simplicity, I will be using a different notation from this point on. In the new notation,
the two predicates being considered are simply labeled p1 and p2, and their respective argument
positions are a1i and a2j . Indices 1 and 2 do not denote linear order within the document; rather,
this order will be made clear by the surrounding discussion.
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option is to supplement existing annotations with automatically constructed cor-

pora. For each ground-truth corpus (i.e., PropBank, NomBank, and the pronominal

anaphor annotation of Weischedel and Brunstein (2005)), a similar corpus can be

constructed automatically by using existing NLP tools on new text. These automat-

ically constructed corpora, though prone to errors, will increase coverage of predicate

co-occurrence at the document level, hopefully improving implicit argument identi-

fication.

In addition to observing sparse co-occurrence patterns, the model training proce-

dures run the risk of generating training data that does not precisely mirror actual

implicit argument patterns. Specifically, one might expect to see a mismatch between

(1) the true tendency of a predicate to exhibit implicit argumentation and (2) the

same tendency as observed in the training statistics (for the interpolated model) and

the generated training instances (for the logistic regression model). Because train-

ing statistics and instances are extracted from explicit argument annotations within

PropBank and NomBank, predicates that express their arguments most overtly will

produce the most training data. Conversely, predicates that express their arguments

most implicitly will produce the least amount of training data. At either extreme, this

is quite the opposite of what we desire; however, the proposed models and training

procedures are still reasonable places to begin the investigation for the following rea-

sons. First, it is unclear to what extent VerbNet generalizations will allow the models

to extend their coverage into the more extreme regions of the predicate distribution.

Second, a large portion (approximately 50%) of nominal instances are markable be-

tween 35% and 80% of the time (see figure 3.1 on page 26). The proposed models

should be able to operate effectively in this range. Finally, the proposed models and

training procedures do not require additional manual annotation to begin operation.

They will provide quick insights into the problem of implicit argumentation, perhaps

identifying areas where future manual effort can be productively targeted.
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4.5 Proposed evaluation

Following standard practice, the models proposed in section 4.4 will be trained over

data contained in sections 2-21 of the Penn TreeBank, which underlies the PropBank

and NomBank corpora. Threshold and feature tuning will be performed on a held

out development data set (section 24), and final evaluation results will be produced

from section 23 of the respective corpora. As a näıve baseline for identifying implicit

fillers of argument positions, I propose the following procedure. Given a predicate p1

that is missing an argument position a1i, fill a1i with the nearest argument a2j that

satisfies the following criteria:

1. a2j comes from a predicate p2 that precedes p1 in the discourse.

2. Argument positions a1i and a2j are observed to be coreferential at least once
in the training data.

In the description above, both p1 and p2 are represented using their canonical form,

and the argument positions are represented using only their labels (e.g., Arg0, Arg1,

etc.).

As mentioned in previous sections, implicit argumentation has not been anno-

tated on a large scale for the Penn TreeBank. In section 4.2, I presented a pilot

annotation effort in which I analyzed implicit argumentation for 500 nominal in-

stances. Ideally, the evaluation of implicit argument models would involve extending

this pilot study to cover the entire testing section of the Penn TreeBank. However,

given the fact that the testing section contains nearly 9,000 nominal instances with

implicit arguments, this is not a feasible approach. Instead, I propose to evaluate

the models in two ways. First, using the annotation procedure discussed in section

4.2, I will annotate an additional 500 nominal instances, focusing on documents that

contain many nominal instances from the far left side of the distribution shown in
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figure 3.1 (page 26).8 This will provide a ground-truth standard for nominals that

tend to express their arguments most implicitly. In the second evaluation approach,

I will approximate ground-truth information with methods similar to those used for

training the implicit argument identification models. This approach will not be as

accurate as the one that uses manually annotated data; however, it will allow for

the evaluation of the models on a much larger scale. In section 4.5.1, I propose

(1) a method of automatically generating such testing instances and (2) metrics to

measure the accuracy of the implicit argument identification models. The latter will

apply to the manually annotated data as well.

4.5.1 Automatic generation of implicit argument test data

In the absence of ground-truth implicit argument data, we require a proxy evaluation

data set that meets two criteria. First, it must be possible to extract the data set in

a fully automatic fashion. Second, the data set must mirror actual implicit argument

behavior as it occurs in natural language.

Automatic generation procedure

Starting with the first criterion, consider the following predicate-argument structures,

which are based on examples 4.12 and 4.13 (page 50). Structures 4.30 and 4.31 are

from the same sentence:

(4.30) [Arg1 “Overall demand still is very respectable,”] [Predicate says] [Arg0 the
nation’s largest machine tool producer].

(4.31) “Overall demand still is very respectable,” says the nation’s largest [Arg1

machine tool] [Predicate producer].

(4.32) [Arg1 Machine tool] [Predicate shipments] last month were $281.2 million.

For the purpose of explanation, I will assume that examples 4.30-4.32 are the only

predicate-argument structures in the corresponding document. Example 4.32 can be

8I will also annotate implicit verbal arguments in these documents, though this is a much rarer
phenomenon.
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transformed into an instance of implicit argumentation by deleting its Arg1, which

is coreferential with the Arg1 in example 4.31. This results in the following revised

predicate-argument structure:

(4.33) [Predicate shipments] last month were $281.2 million.

In general, given an explicit argument, the deletion procedure looks for a coreferen-

tial argument in the preceding discourse. If such an argument is found, the current

argument is deleted, producing an instance of implicit argumentation. This proce-

dure is attempted for all explicit arguments of all verbal and nominal predicates in a

document. In the mini-document comprising examples 4.30-4.32, it is only possible

to delete a single argument: the Arg1 in example 4.32.

Once a document has been prepared as described above, the model being tested

is given all predicate-argument structures (in our case, examples 4.30, 4.31, and 4.33)

and the evaluation proceeds as follows:

1. Use the system being tested to identify implicit fillers of argument positions
for each predicate in the altered document.

2. For each adeleted that was deleted due to coreference with a previous argument,
update the evaluation scores as follows:

(a) If the system identified a filler for adeleted then, by definition, we have an
overt syntactic constituent afiller somewhere in the discourse that implic-
itly fills adeleted:

i. If afiller is coreferential with adeleted in the unaltered document, in-
crement the true positive count by one. For example, this condi-
tion applies if adeleted = [Arg1 Machine tool] from example 4.32 and
afiller = [Arg1 machine tool] from example 4.31.

ii. If afiller is not coreferential with adeleted in the unaltered document,
increment the false positive count by one. Also, increment the false
negative count by one because the true implicit filler of adeleted was
misclassified. For example, this condition applies if adeleted = [Arg1

Machine tool] from example 4.32 and afiller = [Arg1 “Overall demand
still is very respectable,”] from example 4.30.

(b) If the system did not identify an afiller for adeleted, increment the false
negative count by one.
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The standard metrics of precision, recall, and f-measure will then be computed using

the counts derived from the steps listed above. When extending this evaluation

procedure to the hand-annotated data, one needs to iterate over the identified implicit

arguments as opposed to adeleted, but all else remains the same.

The test instance generation and evaluation procedures described above are not

restricted to nominal predicates. Although this report focuses on nominals, it will

be useful to make a comparison with verbal implicit argument behavior, which is

observed in constructions such as the passive, shown in example 4.35 below:

(4.34) [Arg0 John] [Predicate threw] [Arg1 the ball] [Arg2 to Mary].

(4.35) [Arg1 The ball] was [Predicate hit].

We can generate and evaluate test instances similar to 4.35 using the methods de-

scribed above. One should keep in mind that the models of implicit argumentation

proposed in section 4.4 are not restricted to nominal predicates either. The in-

terpolated model uses a canonicalized representation of predicates, and the logistic

regression model encodes part of speech information in the feature representation.

Thus, it is reasonable to evaluate the models over both verbal and nominal instances

of implicit argumentation; doing so will provide a deeper understanding of implicit

argument behavior.

Generating realistic testing data

The second criterion for our test data generation process is that it produce in-

stances that mirror implicit argument behavior as it occurs in natural language.

This presents two challenges for the generation procedure outlined above. The first

is that the procedure has the potential to generate test instances that are not accept-

able sentences of English. This is particularly problematic for verbs, which cannot

elide their arguments as easily as nouns. Consider the following contrived examples:

(4.36) [Arg0 John] [Predicate eats] [Arg1 ice cream] nearly every day.
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(4.37) [Arg0 He] [Predicate likes] [Arg1 it] very much.

The instance generation procedure described above would create the following revised

predicate-argument structure from example 4.37:

(4.38) *[Predicate likes] very much.

Example 4.38 is clearly unacceptable because it does not respect the subcategoriza-

tion requirements of the verb eat. In the proposed work, I will impose both syntactic

as well as semantic constraints on the generated examples. First, it must be possible

to generate the resulting sentence using the grammar induced from the Penn Tree-

Bank. Example 4.38 violates this constraint because the grammar does not contain

a rule of the form S → V P . Second, it must also be the case that the resulting

argument configuration is observed in the corresponding corpus. Example 4.38 vio-

lates this constraint because like always occurs with an Arg0 and Arg1 in PropBank.

This fact also rules out the deletion any single argument from example 4.37. Thus,

no test instances would be generated from examples 4.36 and 4.37. When dealing

with nominals, these constraints are expected to be much less restrictive due to the

flexible syntactic and semantic nature of nouns.

The second challenge faced by the generation procedure concerns the distribution

of implicit argumentation within the generated instances. As noted in section 4.4.4,

generating training data from explicit argument information could skew the train-

ing data away from the desired distribution of implicit argumentation. The same

observation holds for the generation of testing data. With respect to nominals, the

largest number of testing instances should be generated for predicates towards the

left side of the distribution shown in figure 3.1 (page 26); however, it will be difficult

to generate testing instances for these nominals due to a lack of explicit arguments.

I will rely on the manual annotation described earlier to evaluate nominals that

express their arguments most implicitly. I will apply the automatic test instance
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generation procedure to documents that focus on nominals from the middle to right

portion of the distribution shown in figure 3.1. The basic idea is to rank documents

according to the number of argument positions that are deleted by the test instance

generation process, where the argument positions come from nominals of interest.9

This approach will maximize the per-document amount of nominal implicit argu-

mentation that is evaluated. As described above, it will also be possible to evaluate

verbal implicit argument identification for these documents using the same instance

generation and evaluation methods.

Similarly to the automatic training procedures, the test instance generation pro-

cedure is somewhat problematic because it relies on ground-truth coreference infor-

mation. Anaphoric coreference information is available for the entire Penn TreeBank

(Weischedel and Brunstein, 2005), but non-anaphoric coreference information is not.

Thus, the automatic evaluation must rely on approximations to ground-truth. For

example, the system described by Versley et al. (2008) is publicly available and can

be used to automatically identify chains of coreference within documents. Having

applied such a model, evaluation can proceed as described above. Of course, the

output of an automatic coreference system is not expected to be perfect, and errors

will certainly have an impact on the evaluation metrics; however, a large-scale evalu-

ation, even if it is not perfect, will provide additional insight into implicit argument

behavior.

4.5.2 Concluding remarks about the proposed evaluations

The training and evaluation procedures proposed above leave open a number of av-

enues for exploration. For example, it will be possible to use either ground-truth

or automatically identified explicit SRL arguments as a starting point for implicit

argument identification. The former will allow us to factor out automatic SRL er-

9This quantity should be normalized by the document length in order to account for long doc-
uments.
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rors from the performance of the implicit argument identification models, and the

latter will allow us to estimate expected end-to-end performance of the entire SRL

system. Both evaluation scenarios are important to an understanding of implicit

argumentation.

Another important question concerns the extent to which verbal and nominal

event descriptions interact to create a coherent discourse. The use of predicate

canonicalization in the proposed models assumes that this interaction is strong. For

comparison, results from the canonicalized system will be compared to a system in

which predicates are not canonicalized. Indeed, one can go a step further and remove

either verbal or nominal predicate-argument structure altogether. The effects on

performance will provide insight into the interaction between verbal and nominal

predication.

4.6 Timeline for the proposed work

Below, I outline the work proposed in this chapter and provide a timeline that will

guide its completion.

Data preparation: May 2009 - August 2009

1. Training data

(a) Import anaphoric coreference annotations of Weischedel and Brun-
stein (2005).

(b) Identify non-anaphoric coreference using existing tools.

(c) Create predicate-canonicalized and VerbNet-abstracted versions for
interpolated model.

(d) Implement training instance generation procedures for logistic regres-
sion model.

2. Evaluation data

(a) Implement automatic testing instance generation procedure.

(b) Implement evaluation procedures and metric calculations.

(c) Perform small-scale, manual annotation of implicit argumentation.

Model training: September 2009 - October 2009
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1. Interpolated model

(a) Train predicate-canonicalized model.

(b) Train VerbNet-abstracted model.

2. Logistic regression model

(a) Perform automatic feature selection over the features listed in table
3 (page 80).

(b) Key features:

i. VerbNet class generalization

ii. Penn Discourse TreeBank relations

(c) Train logistic regression model.

Model evaluation: November 2009 - December 2009

1. Perform small-scale, manual evaluation for nominals with high implicit
argumentation.

2. Perform large-scale, approximate evaluation using automatic test instance
generation.

3. For both types of evaluation:

(a) Explore the use of ground-truth and automatic SRL as a starting
point for implicit argument identification.

(b) Assess the importance of features at each linguistic level (lexical, syn-
tactic, semantic, and discourse).

(c) Assess the interaction of verbal and nominal implicit argumentation.

Model adjustment: January 2010 - February 2010

1. Adjust models based on evaluation results and analyses.

2. Re-evaluate models.

3. Assess impact of adding additional, automatically constructed training
corpora.

Dissertation writing and defense: March 2010 - April 2010

4.7 Summary

Chapter 3 provided a partial solution to the problem of nominals with implicit ar-

guments. The model described in that chapter is able to accurately identify nomi-

nals with implicit arguments using a variety of lexical and syntactic features, thus

reducing the number of false positive argument predictions; however, all implicit

arguments remain unidentified, leaving a large portion of the corresponding event
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structures unrecognized. As shown in table 4.1 (page 43), the inclusion of implicit

arguments increases semantic role coverage dramatically for the instances considered

- overall role coverage more than doubles, and 25% of event descriptions obtain a full

role set.

Inferences procedures 1 and 2 (page 40) demonstrate the basic approach to im-

plicit argument identification pursued in this chapter. In these procedures, implicit

arguments are identified using (1) knowledge of constituents’ explicit participation

in event descriptions (i.e., the semantic roles identified by standard SRL systems)

and (2) knowledge of the mappings between argument positions in various pred-

icates. The former has been extensively studied for verbal SRL, and chapters 2

and 3 present a similar system for nominal SRL. In contrast, the second type of

knowledge has received significantly less attention. Argument mapping relationships

have not been annotated in any corpus, and although a few studies (see section 4.3)

have focused on automatically discovering these relationships, the results are not

fine-grained enough to support inference procedures 1 and 2. This chapter proposes

methods of discovering fine-grained event relationships in support of these inference

procedures.

Crucially, the proposed methods rely only on existing corpora and NLP tools.

As shown by examples 4.12 and 4.13 (page 50), we can extract argument mapping

knowledge by observing predicate co-occurrence patterns within documents in the

Penn TreeBank. This process relies heavily on coreference relationships, which can be

obtained from a combination of existing manual annotation and automatic extraction

tools. Given this information, one can construct a model of implicit argumentation.

In section 4.4, I propose two such models, both of which work for verbal and nominal

predications. Section 4.4 also describes how each model can be used to sequentially

identify implicit arguments across a document. This process mirrors the intuitive

operation of inference procedures 1 and 2.
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I will evaluate the proposed models in two ways. The first entails a manual

annotation effort, and the second will make use of a large-scale, approximate eval-

uation in which a portion of the coreference information is automatically extracted

using existing tools. The former will target a small number of nominals that express

their arguments most implicitly, while the latter will target a wide range of nominals

that tend to express their arguments more explicitly. This arrangement will produce

helpful insights into the problem, while at the same time requiring minimal effort.

As mentioned above, the implicit argument identification models will work for

both verbal and nominal predicates; however, gains for verbs are expected to be

significantly lower than gains for nouns. This is due to the fact that, syntactically,

most verbs require fuller argument structures than most nouns. Despite this, verbal

argument structure is critical to the proposed work due to likely interactions with

nominal argument structure. These interactions will be systematically studied in the

proposed evaluation by (1) varying the predicate representation and (2) including or

excluding verbal argument structure in the implicit argument identification process.

As a final note, even if the implicit argument identification models perform per-

fectly, there is still plenty of room for improvement. This is due to the fact that

the models are only capable of selecting an explicit argument for one predicate as

the implicit filler of an argument position for another predicate. As shown in table

4.1 (page 43), this restriction eliminates the possibility of identifying approximately

30% of implicit arguments. The automatic identification of these implicit arguments

is difficult because it requires world knowledge that cannot be extracted from the

syntactic and semantic structure of the text. This difficulty also makes the problem

an interesting future extension to the work proposed in this chapter.
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Chapter 5

Summary of contributions

The contribution of my proposed thesis can be broken down into a few parts. First, I

have developed a state-of-the-art nominal SRL system that, given an argument bear-

ing predicate nominal, is able to accurately identify arguments within the sentence

containing the predicate. The system is inspired by previous research on verbal SRL,

but uses a number of techniques specific to the task of nominal SRL. The experi-

mental results produced by this system are used to motivate the work described in

this report.

Second, this work demonstrates the importance of implicit argumentation. De-

spite its prevalence, implicit argumentation has not been thoroughly investigated in

previous nominal SRL work. Early work ignored implicit argumentation altogether

by supplying systems with argument bearing nominal instances during the evalu-

ation. Recent work requires systems to identify predicate nominals but does not

assess the extent to which this requirement affects performance. Our experiments

show that implicit argumentation has a significant negative impact on overall per-

formance if not accounted for; furthermore, our analyses show that the effects of

implicit argumentation vary widely across classes of nominals.

Third, this work provides a model of implicit argumentation that is able to accu-

rately identify nominals that bear explicit arguments, effectively filtering out nomi-
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nals whose arguments are implicit. The model improves overall nominal SRL perfor-

mance by nearly 5% when combined with the basic nominal SRL system. Similarly

to the performance degradation mentioned above, gains from the model vary widely

across classes of nominals, with some nominals exhibiting very large gains and other

nominals exhibiting negligible gains. This result indicates that supplemental training

data might improve SRL performance for certain nominals.

The completed work described above provides only a partial solution to the prob-

lem of implicit argumentation. Although the resulting system is able to identify

nominals with implicit arguments, the system does not attempt to identify implicit

arguments when they exist in the surrounding discourse. Thus, in order to gain a

better understanding of implicit argumentation, I propose to systematically investi-

gate the automatic identification of implicit arguments. My empirical analysis shows

that implicit arguments are often expressed as an overt syntactic constituent in the

surrounding discourse; furthermore, these overt constituents often participate as ex-

plicit arguments to other predicates in the discourse. Motivated by this analysis, I

propose to recover implicit arguments by modeling predicate-predicate relationships.

I will explore two models of predicate-predicate relationships. This first is based

on linearly interpolated conditional probabilities and the second is based on discrim-

inative classification. I have shown how these models can be trained using existing

corpora and NLP tools. With respect to evaluation, I have proposed two compli-

mentary tasks. The first evaluation task will make use of a small set of manually

annotated data. The second task will be an approximate, large-scale evaluation.

These two evaluation tasks will target different types of nominals, thus maximiz-

ing the impact of the study. To my knowledge, this is the first attempt to identify

implicit arguments in a large-scale, open-domain setting.

Finally, the proposed work promotes a deeper understanding of verbal and nomi-

nal SRL by attempting to explain how the two types of semantic analysis interact to
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produce a coherent, non-redundant discourse. I propose to explain this interaction

by unifying recent verbal and nominal SRL advances under the task of implicit argu-

ment identification. The insights from my analyses will be applicable to any research

targeting shallow semantic representations of natural language.
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# Feature description New

1 12 & parse tree path from n to pred

2 Position of n relative to pred & parse tree path from n to pred *
3 First word subsumed by n

4 12 & position of n relative to pred

5 12 & 14
6 Head word of n’s parent
7 Last word subsumed n

8 n’s syntactic category & length of parse tree path from n to pred

9 First word of n’s right sibling *
10 Production rule that expands the parent of pred

11 Head word of the right-most NP in n if n is a PP *
12 Stem of pred

13 Parse tree path from n to the lowest common ancestor of n and pred

14 Head word of n

15 12 & n’s syntactic category
16 Production rule that expands n’s parent *
17 Parse tree path from n to the nearest support verb *
18 Last part of speech (POS) subsumed by n *
19 Production rule that expands n’s left sibling
20 Head word of n, if the parent of n is a PP
21 The POS of the head word of the right-most NP under n if n is a PP
22 Last word of n’s left sibling
23 Syntactic category of n

24 Whether or not n surfaces before a passive verb
25 Production rule that expands n’s right sibling
26 Parse tree path from n to pred

27 Whether or not n is under an NP headed by pred

28 First POS subsumed by n

29 Whether or not n is an NP headed by pred and is also adjacent to a
VP

30 Signed token distance from n to pred

31 Tree depth of the LCA of n and pred

Table 1: Nominal SRL features, sorted by gain in selection algorithm. & denotes
feature concatenation. The last column indicates features that were not used by Liu
and Ng (2007).
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# Feature description N S

1 n’s ancestor subcategorization frames (ASF) (see section 3.4) *
2 n’s word
3 Syntactic category of n’s right sibling
4 Parse tree paths from n to each support verb *
5 Last word of n’s left sibling * *
6 Parse tree path from n to previous nominal, with lexicalized source

(see section 3.4)
*

7 Last word of n’s right sibling *
8 Production rule that expands n’s left sibling * *
9 Syntactic category of n *
10 PropBank markability score (see section 3.4) *
11 Parse tree path from n to previous nominal, with lexicalized source

and destination
*

12 Whether or not n is followed by PP *
13 Parse tree path from n to previous nominal, with lexicalized desti-

nation
*

14 Head word of n’s parent *
15 Whether or not n surfaces before a passive verb * *
16 First word of n’s left sibling *
17 Parse tree path from n to closest support verb, with lexicalized

destination
*

18 Whether or not n is a head *
19 Head word of n’s right sibling
20 Production rule that expands n’s parent * *
21 Parse tree paths from n to all support verbs, with lexicalized des-

tinations
*

22 First word of n’s right sibling * *
23 Head word of n’s left sibling *
24 If n is followed by a PP, the head of that PP’s object *
25 Parse tree path from n to previous nominal *
26 Token distance from n to previous nominal *
27 Production rule that expands n’s grandparent *

Table 2: Predicate nominal features, sorted by gain in selection algorithm. & denotes
feature concatenation. The last two columns indicate (N)ew features (not used by
Liu and Ng (2007)) and features (S)hared by the argument and nominal models.
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# Feature description Example feature value

1 pj produce
2 Canonicalization of pj PRODUCE
3 VerbNet class of pj 0.26.4 (create)
4 Syntactic category of pj verb
5 Ancestor subcategorization frames of pj see section 3.4 (page 29)
6 pi shipping
7 Canonicalization of pi SHIP
8 VerbNet class of pi 0.11.1.1 (send)
9 Syntactic category of pi noun
10 Ancestor subcategorization frames of pi see section 3.4 (page 29)
11 〈1, 2, 3, 4〉 → 〈6, 7, 8, 9〉 produce → shipping

PRODUCE → SHIP
. . .

12 Parse path from pj to pi, if applicable N/A
13 Word distance from pj to pi 16
14 Sentence distance from pj to pi 1
15 PDTB relation between pj and pi N/A
16 Argument label of ajk Arg1

17 Unigrams of ajk market, pulp, . . .
18 Argument label of aim Arg1

19 〈16, 17〉 → 〈18, 18〉 Arg1 → Arg1

market → Arg1

. . .
20 7:18 SHIP:Arg1

21 2 → 20 PRODUCE → SHIP:Arg1

22 2:16 → 20 PRODUCE:Arg1 → SHIP:Arg1

23 3:16 → 8:18 0.26.4:Arg1 → 0.11.1.1:Arg1

24 16:12:18, if applicable N/A

Table 3: Proposed features for estimating Pimplicit using the logistic regression model
(see page 59). Example feature values are taken from the bindings in 4.18 (page 52).
Integers are used to cross-reference values of other features. The 〈〉 notation (e.g.,
feature 11) indicates multiple feature values, one for each pair of integers on either
side of “→”. For example, 〈1, 2〉 → 〈3, 4〉 denotes the following two feature values:
“1→3” and “2→4”.
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